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Abstract— The topics of visual and audio quality assessment (QA) have been widely researched for decades, yet nearly all
of this prior work has focused only on single-mode visual or audio
signals. However, visual signals rarely are presented without
accompanying audio, including heavy-bandwidth video streaming
applications. Moreover, the distortions that may separately (or
conjointly) afflict the visual and audio signals collectively shape
user-perceived quality of experience (QoE). This motivated us
to conduct a subjective study of audio and video (A/V) quality,
which we then used to compare and develop A/V quality measurement models and algorithms. The new LIVE-SJTU Audio and
Video Quality Assessment (A/V-QA) Database includes 336 A/V
sequences that were generated from 14 original source contents
by applying 24 different A/V distortion combinations on them.
We then conducted a subjective A/V quality perception study on
the database towards attaining a better understanding of how
humans perceive the overall combined quality of A/V signals.
We also designed four different families of objective A/V quality
prediction models, using a multimodal fusion strategy. The different types of A/V quality models differ in both the unimodal audio
and video quality prediction models comprising the direct signal
measurements and in the way that the two perceptual signal
modes are combined. The objective models are built using both
existing state-of-the-art audio and video quality prediction models
and some new prediction models, as well as quality-predictive
features delivered by a deep neural network. The methods of
fusing audio and video quality predictions that are considered
include simple product combinations as well as learned mappings.
Using the new subjective A/V database as a tool, we validated
and tested all of the objective A/V quality prediction models.
We will make the database publicly available to facilitate further
research.
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I. I NTRODUCTION

S

TREAMING media now dominate the internet, and statistics on its composition show that video and audio streaming occupy about 60% of global network traffic [1]. Video
streaming services like Netflix, YouTube, Amazon Video,
Facebook Watch, and Hulu consume the largest fraction, but
audio streaming services like Spotify and Apple Music are also
among the top tier of consumers of internet capacity. While
video streaming indisputably commands more resources, audio
is also a resource hog, and like video, is important to consumers. Moreover, vision and audition are the richest sources
of sensory data that we use to gather information from the
world around us. Furthermore, streamed video is nearly always
accompanied by audio, and certainly the perceived quality of
experience (QoE) when viewing streaming video is deeply
affected by both perceptual video quality and perceptual audio
quality, or more precisely, their conjoint quality.
In streaming applications, video and audio signals generally
pass through a processing pipeline consisting of several representative stages, including content generation, processing,
encoding at the server side, streaming through the network,
and finally, decoding and presentation to consumers at the
end-user side [2]. Various impairments may be introduced
along the way to either or both of the video and audio
signals, which degrade the end-user’s QoE. Modern streaming
media consumers are increasing savvy about audio and video
(A/V) technology, and expect high QoE when viewing and
listening using increasingly high-resolution and high-fidelity
A/V systems, whether they be on mobile devices or in their
living rooms. Thus, there is significant impetus to develop
and deploy efficient and accurate audio and video quality
assessment (A/V-QA) models that can be used to monitor and
control end-user QoE.
End-user perceived QoE depends on a wide variety of
spatio-temporal factors related to content acquisition, processing, transmission, and visual and auditory perception. Typical distortions that degrade A/V content quality include
acquisition errors, compression, resizing/rate changes, and
much more, including temporal factors such as rebuffering and quality switching. A wide variety of picture and
video quality databases are available that contain streaming
video distortions, including the LIVE Video Quality Assessment Database [3] and the EPFL-Polimi Dataset [4], which
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include compression and transmission loss distortions. Similar
audio resources include the ITU-T coded-speech database [5],
which includes audio encoding distortions, environmental
noise, and channel degradations. More recent databases
address distortions that occur over longer time spans or at
the client’s side. For example, the LIVE-Netflix Video QoE
Database [6] models the effects of both bitrate changes and
rebuffering events, while a variety of objective streaming QoE
predictors are proposed in [7]. These databases have been
used to create, test, and compare a large number of video
quality assessment (VQA) and video QoE models [7]–[16],
and also audio quality assessment (AQA) models [17]–[22].
Useful surveys of VQA and AQA studies can be found
in [2], [23]–[25].
Although many studies have separately addressed video
and audio quality, very few have simultaneously addressed
both. This is unfortunate, since both types of sensory signals
shape user-perceived QoE. Some A/V-QA studies have been
conducted [26]–[31], and there are relevant surveys that summarize and critique the available A/V-QA studies [32], [33]
and their limitations.
Despite the limited volume of research on the topic, A/V-QA
algorithms could be of great value in practice. For example,
video streaming service providers like Netflix and Amazon
Prime Video benefit by adaptive streaming of both video and
audio [34]. Since the goal of adaptive streaming is to provide
the best overall QoE under any network conditions, it makes
sense to optimize audio and video QoE simultaneously. Since
bandwidth-hungry surround sound is becoming more pervasive, perceptual audio rate control has become more important,
and should be a significant factor in A/V QoE optimization,
especially when the available bandwidth becomes limited.
These issues greatly motivate us to study these problems.
In this paper, we make a number of contributions. First,
we constructed a unique new audio-visual quality resource,
which we call the LIVE-SJTU A/V-QA Database. The database is comprised of 14 source A/V sequences and 336 distorted versions of them, each of which was quality-rated by
35 human subjects. We limit the study to the perception of
space-time A/V distortions that are localized in time, setting
aside for now the study of longer-duration temporal patterns
of rebuffering events/stalls and bitrate changes. Specifically,
we target streaming applications, where A/V signal compression and scaling are the main distortion sources. The
videos were impaired by two types of distortions: compression,
and compression after spatial downsampling. Four levels of
each type of distortion were applied. The audio signals were
subjected to one type of compression distortion applied at three
levels of severity. All of the possible combinations of these
video and audio distortion conditions constitute the overall
24 distortion conditions that were applied to each source
A/V sequence.
Second, we designed and conducted a large, comprehensive subjective A/V-QA study on the new LIVE-SJTU
A/V-QA Database. As described further herein, we develop
an appropriate A/V subjective testing environment, and invited
35 human subjects to participate in a subjective human study
of A/V quality. These subjects were each asked to record their
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opinions of each distorted A/V sequence. We conducted a
careful statistical validation analysis of the obtained subjective
ratings, including a post-study questionnaire, and we arrived
at a number of interesting conclusions regarding how humans
perceive and assess A/V quality under various combinations
of audio and visual distortion conditions.
Third, we designed four families of objective A/V-QA
models, which can be differentiated according to the strategies
used to fuse the measurements made on the two signal modalities. The first family of models integrates single-mode AQA
and VQA models by fusing them using simple products and
weighted products. The second family of models is learned by
training support vector regressors (SVRs) to fuse A/V quality
scores or features. Thirdly, we developed a set of audio quality
models that derive from picture quality research, by adapting
a set of classical 2D visual quality models for application to
1D audio signals. By combining these visually-inspired AQA
models with VQA models, we arrive at a third family of A/VQA models. The fourth family of models is defined by first
computing 2D spectral representations of the audio signals,
then using a pretrained deep neural network (DNN) to learn
to extract content- and distortion-aware A/V features and to
predict perceptual A/V quality. We conducted extensive experiments to illuminate the absolute and relative performances of
these four families of new A/V-QA models, using the new
LIVE-SJTU A/V-QA Database.
The rest of the paper is organized as follows. The detailed
construction of the new LIVE-SJTU A/V-QA Database and the
protocol we followed when conducting the subjective A/V-QA
study are described in Section II. Section III introduces and
details the four families of objective A/V quality prediction
models. The experimental results are laid out in Section IV.
Section V gives some recommendations on practical usage
and deployment of the proposed AV-QA models. Section VI
concludes the paper with a number of cogent observations.
II. S UBJECTIVE AUDIO -V ISUAL Q UALITY A SSESSMENT
To facilitate our work on A/V quality measurement, we first
constructed the new LIVE-SJTU Audio and Video Quality
Assessment (A/V-QA) Database, and then conducted a sizeable human subjective study on it. Based on the collected
subjective data, we give some observations regarding the
outcomes of the human study, and their implications regarding
multimodal A/V perceptual fusion mechanisms.
A. Reference and Distorted Contents
1) Source Contents: We collected a set of 14 diverse source
videos with corresponding soundtracks from the Consumer
Digital Video Library (CDVL) [35]. All of the selected videos
are of very high visual and auditory quality. The videos all
have resolutions of 1920 × 1080 pixels, and are provided in
raw YUV 4:2:0 format. The frame rates of the 14 videos
range from 24 to 29.97 frames per second, and all of the
videos are of 8 seconds duration. The corresponding audio
soundtracks are stereophonic audios with two channels which
are provided in raw pulse-code modulation (PCM) format with
a bit depth of 16 and a sampling rate of 48 kHz. Sample
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Fig. 1.

Sample frames of the 14 source videos used in the LIVE-SJTU A/V-QA database.

frames of all 14 source videos are provided in Fig. 1. The
video contents include normal daily activities, television show,
landscape, animation, people at work, and so on. The audio
contents include human speech, music, machine sounds, water,
and more.
2) Distortion Sources: We generated a much larger set of
distorted contents by applying quality degradation processes
that occur in video streaming applications. Hence, we focused
on A/V signal compression, and compression combined with
scaling. Specifically for video, we modeled the following two
distortion types.
•

•

Video compression: We chose the high efficiency video
coding (HEVC) as the video compression method, given
its status as the latest ITU global video compression
standard. The specific implementation of HEVC that
we used is the ffmpeg x265 encoder. For each source
video, 4 different compression levels were applied by
selecting the constant rate factor (CRF) mode, and setting
the CRF = 16, 35, 42, and 50. These quality factors
were selected to generate a wide range of perceptually
well-separated video compression qualities over a range
containing typical operating points.
Video compression plus scaling: Modern video streaming systems often spatially downsample videos prior to
compressing them, then upscale them following decoding, prior to display [14]. We created distorted videos
by downsampling original 1080p videos to resolution
1280 × 720 (720p), compressing these using the same
compression settings as described above, then spatially
upscaling them back to the original resolution of 1920 ×
1080. Lanczos resampling [36] was used to upscale the
reduced and decompressed videos, given its prevalence
in video players and displays.

We distorted the audio content as follows.

•

Audio compression: Audio signals are also generally
compressed before being distributed to users. We chose
the advanced audio coding (AAC) as the audio compression method, using the basic ffmpeg AAC encoder implementation. We again used the constant bit rate (CBR)
mode, and set the bitrate at the three levels 128, 32 and
8 kbps, thereby generating three levels of perceptually
well-separated audio compression distortion.
Finally, all possible combinations of the above video and
audio distortions were used to generate the complete set of
distorted A/V signals. In summary, 24 distortion conditions
(generated from all possible combinations of 2 video distortion
types, 4 video distortion levels, and 3 audio distortion levels)
were applied to the 14 reference A/V sequences, yielding a
total of 336 distorted A/V sequences.
B. Subjective Human Study
1) Experiment Setup: We conducted a subjective human
study in LIVE to obtain data representative of how humans
perceive distorted A/V quality. The A/V testing environment
included a ASUS G750JX-TB71 PC equipped with a HP
VH240a 23.8-inch 1920 × 1080 monitor and a Bose Companion 20 speaker which was located next to the display.
We designed a user interface whereby the subjects could
view/listen and rate the videos. All videos were displayed
at native resolution to avoid further scaling distortions. The
refresh rate of 60 Hz is larger than the frame rates of all of the
the videos. Prior to the study, we carefully tested playback of
all A/V sequences to eliminate any concerns regarding latency,
frame drops, loss of A/V synchronization, etc.
2) Testing Methodology: We adopted a single stimulus
continuous quality evaluation (SSCQE) strategy to obtain the
subjective quality ratings on all of the distorted A/V sequences.
After each A/V sequence was viewed, a continuous quality
rating bar was presented to the subject. The quality bar was
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Workflow of the human subjective study, which followed 5 stages: preparation, training, 2 testing sessions, and a posterior questionnaire.

labeled with five Likert adjectives: Bad, Poor, Fair, Good
and Excellent, allowing subjects to smoothly drag a slider
(initially centered) along the continuous quality bar to select
their ratings. All subjects were instructed to give an opinion
score of the overall A/V quality they perceived. They were
seated at a distance of about 2 feet from the monitor, and this
viewing distance was roughly maintained during each session.
3) Testing Procedure: The human subjective study was conducted in the LIVE subjective study room at The University of
Texas at Austin. A total of 35 subjects participated in the study,
most of them UT-Austin graduate students. A workflow of the
human subjective study, comprised of 5 stages, is illustrated
in Fig. 2. Before participating in the test, each subject read and
signed a consent form which explained the human study, and
participated in a Snellen visual acuity test [37]. All subjects
were determined to have normal or corrected-to-normal vision.
General information about the study was supplied in printed
form to the subjects, along with instructions on how to
participate in the A/V task. Each subject then experienced a
short training session where 10 A/V sequences (not included
in the actual test) were played, allowing them to become
familiar with the user interface and the general range and
types of distortions which may occur. The same distortion
generation procedure was conducted for the training videos
as for the test videos. The entire collection of 336 distorted
videos was randomly and equally divided into 2 sessions. All
subjects participated in both sessions, which were separated
by at least 24 hours. The order in which the test videos were
played was randomized and different for each subject. After
participating in both testing sessions, the subjects were asked
to answer a questionnaire regarding their experience. Details
of the questionnaire and the results obtained from the study
are given in Section II-C.
C. Subjective Data Processing and Analysis
1) MOS Calculation and Analysis: We follow the suggestions given in [38] to conduct subject rejection. Only two of
the 35 subjects were detected as outliers and rejected. For the
remaining 33 valid subjects, we converted the raw ratings into
Z-scores, which were then linearly scaled to the range [0, 100]
and averaged over subjects to obtain the final mean opinion
scores (MOSs)
r i j − μi
100(z i j + 3)
,
(1)
, z i j =
zi j =
σi
6
N
1  
MOS j =
zi j ,
(2)
N
i=1

Fig. 3.

Histogram of MOSs from the LIVE-SJTU A/V-QA database.

Fig. 4. Plot of video bitrate, audio bitrate, and MOS against each other. The
bitrates have units of kbps. Each point corresponds to a single A/V sequence
from the database.

where ri j is the raw rating given by the i th subject to the
j th image, μi is the mean rating given by subject i , σi is
the standard deviation, and N is the total number of subjects.
Fig. 3 plots the histogram of MOSs over the entire database,
showing a wide range of perceptual quality scores. We also
plotted video bitrate, audio bitrate, and MOS against each
other in Fig. 4, where the bitrate values for both video
and audio were obtained during encoding. Piecewise linear
interpolation of the MOS was used to improve visibility of
the trends. It may be observed that MOS generally increased
with higher audio and video bitrates, but this was not always
true, and the MOS trend varied non-monotonically with the
combined audio-video bitrates. This further implies the need
for A/V quality measures that are able to accurately predict
human percepts of overall A/V quality.
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Fig. 6. Results of the post-test questionnaire. The error bar denotes one
standard deviation.
TABLE I
S UBJECTIVE AV Q UALITY M ODELS . VALUE D ENOTES THE F ITTING
VALUE , W HILE B OUNDS D ENOTE THE 95% C ONFIDENCE B OUNDS
Fig. 5.

A list of the questions included in the post-test questionnaire.

2) Questionnaire Analysis: Post-test questionnaires can
help give a better understand of how the subjects felt about the
study, and how future studies might be improved. All of the
questions that were asked are shown in Fig. 5, while statistical
results of the replies given by all 35 subjects are given
in Fig. 6. Some general observations are given as follows.
• Q1: The majority of subjects thought that the viewed
video components were relatively more important to
their experiences than audio components when they were
rating A/V quality. The average relative importance of
video and audio signals was 57%:43%.
• Q2: As compared with video quality, subjects found it
harder to judge the audio quality, and even more difficult
to judge the overall A/V quality.
• Q3: Different subjects relied on different internal strategies when rating overall A/V quality. A majority (60%) of
subjects thought that they judged the quality of one mode
first, then the other, and then gave an overall rating.
• Q4: Most subjects felt pretty confident about their ratings.
• Q5: Most subjects were able to concentrate during the
test.
• Q6: Almost all of the subjects felt that 8 seconds was
adequate time to be able to give an accurate overall rating.
The majority thought that they would not need more time
to rate the A/V quality as compared with only rating the
video quality.
Although the questionnaires only broadly describe the experiences of the human subjects, they still provided some useful
insights regarding the efficacy of the study and strategies going
forward.
3) Subjective Audio-Visual Quality Model: Intuitively, perceived overall A/V quality is a fusion of perceived video
quality and audio quality. If the A/V, video and audio qualities
are described by subjective quality scores, then a model that
fuses them is a subjective A/V quality model [26], [29], [30].

We use MOSav , MOSv and MOSa to denote the reported
subjective A/V quality, video quality and audio quality, respectively. Of course, MOSav was obtained as the final MOS from
the database. Since we did not collect single-mode ratings,
we instead derived the estimated MOS (eMOSv and eMOSa )
as follows: for a given A/V sequence (e.g. a video coded with
CRF 42 and associated audio coded with bitrate 32 kbps),
let eMOSv be the value of MOSav corresponding to the A/V
sequence having the same video distortion but the lowest
(highest quality) audio distortion setting (i.e., the video coded
with CRF 42 and associated audio coded with bitrate 128 kbps,
which derive from the same original content). Likewise, define
eMOSa to be the value of MOSav corresponding to the A/V
sequence having the same audio distortion but the lowest video
distortion setting (CRF 16). We define eMOSv and eMOSa
in this way since we did not collect single-mode ratings,
and since the least compressed videos and highest bitrate
audios are close to pristine. Still, we recognize that there
remains uncertainty in these estimates, so we only use them
to generally validate our hypotheses.
We then designed two subjective A/V quality models:
• Model 1: weighted sum of single-mode estimated subjective qualities
MOSav = w1 · eMOSv + (1 − w1 ) · eMOSa + k1 . (3)
•

Model 2: weighted product of single-mode estimated
subjective qualities
1−w2
2
,
MOSav = k2 · eMOSw
v · eMOSa

(4)

where w1 and w2 denote linear and exponent weights, and
k1 and k2 are biases to be fitted. We fit the above two
models on the LIVE-SJTU A/V-QA Database, with results
listed in Table I. It observed that the two models are in general
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Frameworks of the proposed four families of A/V quality prediction models.

agreement. In both models, the weight on the video term is
larger than that on the audio term. Moreover, the relative
weights are very close to the relative importance values
obtained by the questionnaire.
III. O BJECTIVE AUDIO -V ISUAL Q UALITY A SSESSMENT
When attempting to create models predictive of overall
perceived A/V quality, it is quite reasonable to assume that
a fusion of measurements on the visual and audio signals will
be required. While objective VQA and AQA models have been
studied for years, and many successful algorithms have been
proposed, objective A/V-QA measurement remains a relatively
unexplored problem. Here we attempt to better fill this gap
by advancing four families of A/V-QA models, that differ in
their complexities, methods of fusion, and requirements on
training (if any). We will refer to these families as Types 1,
2, 3, and 4. In this paper we mainly focus on full-reference
A/V-QA. The original source contents that were used to generate the distorted A/V sequences were used as the reference
signals when testing the A/V-QA models, since they are of
high quality and free of compression and scaling distortions.
The frameworks of the four types of A/V quality models are
illustrated in Fig. 7. Details of each type are given as follows.
A. Type 1: Product of Video and Audio Quality Predictors
Since numerous single-mode visual and audio quality predictors have been proposed, it is reasonable to consider using
them to predict video and audio qualities first, then combining
the results into a single, united A/V quality predictor by fusing
them [26], [30]. The idea of such a posterior fusion strategy
finds some support from the post-test questionnaire, where a

majority of subjects stated that they first judged the video and
audio quality separately, and then subsequently fused them.
Perhaps the simplest form of bi-modal fusion is the product of
AQA and VQA model responses, if both are properly scaled.
As depicted at the top left of Fig. 7, we leveraged existing
knowledge by deploying top-performing quality predictors for
both modalities, as follows. The A/V quality prediction is
Q av = Q v · Q a ,

(5)

where Q v and Q a denote the video and audio quality predictions computed on the respective components of distorted test
signals. We used the following well-known video and audio
quality predictors:
• Video: VMAF [14], STRRED [13], SpEED [39],
VQM [40], SSIM [8], MS-SSIM [9], VIFP [10],
FSIM [41], GMSD [42];
• Audio: PEAQ [17], STOI [19], VISQOL [20],
log-likelihood ratio (LLR) [21], signal-to-noise ratio
(SNR), and segmental SNR (segSNR) [22].
Any video quality measure can, in principle, be combined
with any audio quality measure, if they are appropriately
scaled or normalized. However, since the ranges of the video
and audio predictors may differ, it is proper to normalize them
prior to forming the product
Q av = Q̂ v · Q̂ a ,

(6)

where either (to match a desired decreasing or increasing
trend)
Q a − Q amin
Q a − Q amin
, or Q̂ a = 1 −
, (7)
Q̂ a =
Q amax − Q amin
Q amax − Q amin
where Q amax and Q amin bound the known range of Q a , which
may need to be determined empirically. The normalized video
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TABLE II
V IDEO AND AUDIO Q UALITY M EASURES AND THE C ORRESPONDING D ECOMPOSED F EATURES U SED IN T YPE 2 M ODELS

score Q̂ v is also obtained using one of the forms in (7).
Naturally, both Q̂ a and Q̂ v are defined with the same sign of
trend. After normalization, the overall product quality score
will monotonically increase (or decrease, as desired) with
ground-truth A/V quality.
Since the video and audio modalities have different importances, a weighted product
Q av =

Q̂ w
v

·

Q̂ 1−w
,
a

(8)

may instead be employed, where 0  w  1. The optimal
weight depends on the particular unimodal quality predictors
used, as well as the particular application, which may be
characterized by more or less severe distortions, for example.
In any case, the (weighted) product has virtues of simplicity,
efficiency, and easy interpretability, and as we shall see,
it performs reasonably well. Of course, other simple fusion
schemes might also be considered such as linear regression,
linear regression plus product, harmonic mean, etc.
B. Type 2: Fusion of Video and Audio Quality
Predictors by SVR
We can also make use of available data to derive a
trained regressor to integrate quality predictions derived from
single-mode quality models. An efficient way is to deploy an
SVR [43] to learn the quality fusion
Q av = SVR(Q v , Q a ),

(9)

where Q v and Q a have the same definitions as in (5). In this
case, the SVR is trained on the predicted single-mode quality
scores and the subjective ground-truth A/V quality labels.
This may be improved further, by instead using
quality-aware feature vectors fv and fa which may be
independently derived, or may be components (features) of
existing VQA and AQA models. Then use these features to
train the SVR
Q av = SVR(fv , fa ).

(10)

The video and audio quality quality-aware feature vectors
that we use here were drawn from top-performing AQA and
VQA models, and are summarized in Table II. Other basic

machine learning based regression techniques might also to
be considered, such as random forests.
C. Type 3: A/V-QA Models Defined Using 1D and 2D Visual
Quality Predictors
Visual and audio quality assessment have both been widely
researched for decades, yet work in the two areas has been
largely mutually isolated. But the neurosensory apparatus of
the visual and audio modalities bear important similarities, and
it is reasonable to consider whether suitably redimensioned
VQA models might be adapted for audio quality prediction.
Moreover, VQA models have largely been designed on the
basis of perceptual concepts that are shared with audio perception. For example, visual masking, including luminance
and contrast masking [44], [45], is implemented by the most
successful video quality models. Likewise, auditory masking
principles are well-understood, and simultaneous masking is
embodied by VQA models like SSIM and MS-SSIM [8], [9].
Intensity masking also holds for audio perception [46], [47].
Indeed, SSIM has already been shown to be quite effective for
audio quality prediction [48], [49]. Furthermore, most VQA
models utilize multi-scale modeling, which is fundamental to
both visual [9], [50] and audio signal processing [51]. Some
of the most successful VQA models rely on natural scene
statistics models to characterize quality, including VIF [10],
STRRED [13], VMAF [14], SpEED [39], etc. Similar signal
statistics have been observed to be fundamental to audio signals with similar implications for audio perception [52], [53].
This potentially includes the prediction of audio quality, and
which is a contribution we make here. It turns out that
natural statistics-based features make very good audio quality
predictors, for the same reasons as they do for pictures and
videos. Other of the employed VQA models, like GMSM and
GMSD, utilize image gradients [42], similar to the temporal
derivatives used in AQA [17]. These concepts greatly motivated us to generalize 2D spatial visual quality models for
application to the 1D audio quality prediction. We accomplish
this by reducing all 2D processes in a given visual quality
model into 1D processes, then use the dimension-reduced
models to predict audio quality. These generalized measures
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D. Type 4: Deep Neural Families of A/V Quality Predictors

Fig. 8. Workflows of 2D VQA model (left) and redimensioned 1D AQA
model adapted for 1D audio quality measurement (right). Local fidelity/quality
is measured by extracting and comparing local features using local moving
windows in both 2D and 1D.

are then integrated with visual quality predictors using the
fusion methods employed in the Type 1 and Type 2 models.
Workflows of this kind of A/V quality prediction process are
illustrated in Fig. 8. Generally, data is captured and analyzed
along one dimension rather than two. For example, a 1D
SSIM is easily defined using 1D data windows on both the
reference and test signals. In this general manner, we generalized 1D instances of the popular video frame/picture quality
predictors SSIM, MS-SSIM, VIFP, GMSM, and GMSD, which
we then apply to the audio signal components. Denote these
redimensioned 1D video frame quality models as SSIM1D ,
MS-SSIM1D , VIFP1D , GMSM1D , and GMSD1D . Then define
the 1D-2D hybrid VQA type of A/V-QA model as
1−w
Q av = Q w
2D · Q 1D ,

(11)

where Q 2D can be any of SSIM, MS-SSIM, VIFP, GMSM,
GMSD (at least), and Q 1D is a redimensioned 1D version of
the same model, applied to the audio component.
Compared with the Type 1 and 2 models, the Type 3 models
utilize the same methodology to predict the qualities of the
video and audio components, and thus are more consistent.
We specifically named these models as Audio-Visual SSIM
(AVSSIM), Audio-Visual MS-SSIM (AVMSSSIM), AudioVisual Information Fidelity in Pixel domain (AVIFP),
Audio-Visual GMSM (AVGMSM), and Audio-Visual GMSD
(AVGMSD). Of course, the redimensioned 1D VQA models
can be also combined with other models than their original
2D versions, using the methods of fusion in (8), (9) and (10).
Specifically, since VMAF (whose basis is VIF) utilizes an
SVR, we combine it with VIFP1D via the feature based SVR
fusion used in the Type 2 models, and refer to the model as
Audio and Video Multimethod Assessment Fusion (AVMAF).
In the experimental section, we will show that AVSSIM,
AVMSSSIM, AVIFP, AVGMSM, and AVGMSD all performed
pretty well, while AVMAF was excellent.

All of the above families of A/V-QA models are based
on hand-crafted features. Given the successes of deep neural
networks (DNNs) on wide swathes of visual problems, we also
employ them for A/V quality prediction. Our framework for
DNN based A/V quality prediction is illustrated Fig. 9. Specifically, we use a DNN pretrained on ImageNet [54] as a feature
extractor, by extracting deep features from the final layers of
the DNN, then feeding them to an SVR trained to predict the
overall A/V quality. Since the resolution of video frames is
generally much larger than the input dimension of available
pretrained DNNs, we randomly cropped N patches whose
resolutions fit the input of the DNN from each video frame.
The frame patches were then fed into the DNN, to extract
patch features from its final layers. The patch features of all
N patches were then averaged to produce the video frame
features.
Each 1D audio signal was first transformed into a 2D representation, by calculating the spectrum of each audio segment.
Similar to [55], [56], we developed the spectrogram, which
only includes spectral magnitudes. The short-time Fourier
transform (STFT) was applied to calculate the spectrogram,
which was fed to the same pretrained DNN, while audio
features were extracted from the same layer of the video DNN.
For both reference and distorted signals, the same procedures
were followed, and the reference and distorted video/audio features were extracted. The reference and distorted video/audio
features and their differences were then fused using an SVR.
Principal component analysis (PCA) was applied to these
features to reduce the feature dimension, prior to feeding them
to the DNN.
We used the pretrained ResNet-50 model [57] as an exemplar DNN. We removed the last fully connected layer to
extract content-aware features, whose dimension is 2048. The
input dimension of ResNet-50 is 224 × 224, thus we cropped
image patches of this size, and the audio spectrogram was
also calculated as this size. To calculate spectrograms of this
size from the audio, 20 milliseconds windows having 75%
overlap at a step of 5 milliseconds were used to apply the
STFT to the 224 × 5 = 1120 milliseconds of the audio
segment nearest to the corresponding video frame. Then,
224 frequency points uniformly distributed on the mel scale
were sampled and converted to the hertz scale. As illustrated
in Fig. 10, the 224 sampled frequencies span the human
audible frequency range of 20 Hz to 20 kHz. The conversion
function between mel scale and hertz scale is


f
,
(12)
m = 2595 log10 1 +
700
where m and f are mel scale and hertz scale frequencies.
A total of 6 groups (from the reference and distorted video
and audio sequences, and the feature differences between the
reference and distorted signals) of 2048-dimensional features
were extracted. To reduce the feature dimension, we applied
PCA to all 2048 × 6 = 12288 features before SVR feature
fusion. The feature dimension was reduced to 25, which is
a typical feature dimension for many SVR based quality
predictors. The method illustrated in Fig. 9 is a frame based
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Fig. 9. Framework of DNN based A/V quality model. For the video component, randomly crop N patches whose sizes fit the input of the DNN from the
video frame, which are then fed into the pretrained DNN. Patch features are extracted from the final layers, then the the features from all N patches are
averaged to produce video frame features. For the audio component, the spectrogram is computed from each audio segment, then fed into the same DNN,
then audio features are extracted from the final layers. The extracted A/V features and their differences are then fused by the trained SVR. PCA is applied
before the fusion to reduce the feature dimension.

A. Experimental Setting

Fig. 10. 224 frequency points uniformly distributed in mel scale are sampled
and converted into hertz scale to calculate the spetrogram.

method, hence it is applied to the video frames and its
corresponding audio segments to predict the frame quality.
The overall video quality is calculated as the average of the
frame quality predictions. To reduce computation, a frame skip
of 10 is employed, meaning that one frame and its concurrent
audio segment are extracted every 10 frames to compute the
frame quality.
IV. E XPERIMENTAL R ESULTS
We relied upon the LIVE-SJTU A/V-QA Database to test
and compare the 4 families of A/V quality predictors in the
preceding. These experiments also served to validate the utility
of the A/V-QA database.

The four families of A/V-QA models that were introduced
in Section III were tested. When applying image (frame)
quality algorithms to videos, the computed frame quality
predictions were averaged over all frames to produce the final
video quality predictions (viz., average pooling). The above
unimodal models will serve as component audio and video
quality predictors in the Type 1, 2, and 3 A/V-QA models to
be evaluated.
To evaluate the various quality predictors, we followed the
recommendations given in [58], and used a five-parameter
logistic function to fit the quality scores:


1
1
−
+ β4 Q + β5 ,
(13)
Q  = β1
2 1 + eβ2 (Q−β3 )
where Q and Q  are the objective and best-fitting quality
scores, and the parameters {βi |i = 1, 2, ..., 5} were determined via curve fitting during the evaluation. The consistency
between the ground-truth subjective ratings and the fitted
quality scores is measured to evaluate the quality model. We
used the Spearman rank-order correlation coefficient (SRCC)
to measure the prediction monotonicity of the models and the
Pearson linear correlation coefficient (PLCC) to measure the
prediction linearity. For both SRCC and PLCC, larger values
denote better performance.
Exemplars from all four families of A/V quality models
described in Section III were evaluated. Among them, some
models involve training, while others do not. For fair compari-
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TABLE III
P ERFORMANCES OF T YPE 1 (T OP H ALF ) AND T YPE 2 (B OTTOM H ALF ) A/V Q UALITY M ODELS . T HE T OP 3 M ODELS OF E ACH SUB -T YPE A RE IN B OLD

son of all models, we randomly split the LIVE-SJTU A/V-QA
Database into a training set of 80% of the A/V sequences and
a testing subset with the remaining 20% of the A/V sequences.
All of the distorted A/V sequences arising from a same
original content were placed into the same subset to ensure
a complete content separation between training and testing
data. The training based models were trained on the training
subset, and tested on the testing subset. Models that were
not trained were tested on the same (20%) test subset. This
process was repeated over 1,000 random train-test divisions
when evaluating the Type 1, 2, and 3 models, as shown
in Tables III and IV. For Type 4 models (Table V), only 100 of
the 1,000 random splits were used because of the implied large
computation. The tables report the mean SRCC and PLCC
achieved by each model on the LIVE-SJTU A/V-QA Database
over all train-test splits. For the weighted product models of
Types 1, 2, and 3, we varied the weight from 0 to 1 using a
step increment of 0.05, found the weight that generated the
highest SRCC on the training set, then tested the model with
the optimal weight on the test set.

B. Evaluation of Type 1 Models
1) Performance Evaluation: We tested two variants of
Type 1: Type 1(a) (product) and Type 2(b) (weighted product)
models. A total of 9 (video models) × 6 (audio models) ×
2 (product forms) = 108 models were tested. To normalize the component quality models, the following empirically
determined normalization functions were used: Q VMAF =
Q VMAF /100, Q VQM = 1 − Q VQM /1.01, Q STRRED = 1 −
Q STRRED /1500, Q SpEED = 1 − Q SpEED /4600, Q GMSD =
1 − Q GMSD /0.25, Q PEAQ = 1 + Q PEAQ /3.5, Q LLR = 1 −
(Q LLR − 1.1)/(1.5 − 1.1), Q SNR = Q SNR /35, Q segSNR =
(Q segSNR + 1)/(30 + 1). Since SSIM, MS-SSIM, VIFP, FSIM,
STOI and VISQOL are already bounded on [0, 1], no further
normalization was required. The performances of the tested
Type 1 models are summarized in the top half of Table III.
Among the simple product based models, the models defined
as products between VQA algorithms VMAF, VQM, and VIFP
and the AQA algorithms STOI, VISQOL, SNR, and segSNR
yielded relatively good performances. Among the weighted
product models, the A/V-QA performance differences obtained
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audio distortion level was fixed. Among the AQA models,
STOI, VISQOL, SNR, and segSNR were more effective, but
their effectiveness for A/V quality prediction when the video
distortion level was fixed was worse than that of the video
models just described. When testing on the entire database
(nothing held fixed), none of the single-mode measures were
effective enough, but the video models were still better at
predicting A/V quality than the audio models (SRCC of about
0.7 vs. 0.5). This is likely true in part because the video
modality tend to dominate perceived A/V quality. Further,
current VQA models may be more well-developed than AQA
models.
Fig. 11.

Fig. 12.

Performances of VQA models on overall A/V quality prediction.

Performances of AQA models on overall A/V quality prediction.

using different VQA components narrowed, while the choice
of AQA component had increased impact. More particularly, choosing STOI, SNR, or segSNR was advantageous.
Moreover, most Type 1(b) models were better than the Type
1(a) models, hence, relatively weighting the AQA and VQA
components was advantageous.
2) Analysis of Single-Mode Quality Models: From the
above performance analysis, it may be observed that the
effectiveness of the fused A/V quality models depends heavily
on the performances of each of the single-mode component models. Thus it is interesting to analyze the individual
effectiveness of each of the single-mode quality prediction
components. Hence, we evaluated the component VQA models
on all videos having the same audio distortion condition,
e.g. 128 kbps, 32 kbps or 8 kbps of audio compression.
We also evaluated their effectiveness on the entire database.
We evaluated the component AQA models in a similar way.
The distortion conditions include CRF16, CRF35, CRF42,
CRF50, CRF16S, CRF35S, CRF42S, CRF50S, or the overall
database. Here the suffix ‘S’ indicates compression plus scaling distortion. All of these distortion conditions were described
earlier, in Section II-A.
The model performances are illustrated in Figs. 11 and 12,
from which we make some useful observations. Most of the
VQA models performed at very similar levels, and all of
them were able to predict A/V quality effectively when the

C. Evaluation of Type 2 Models
1) Performance Evaluation: Two sub-types of this family of
models were tested: Type 2(a) quality score driven, Type 2(b)
quality feature driven SVR fusion. A total of 9 (video models)
× 6 (audio models) × 2 (SVR forms) = 108 models were
tested. For the Type 2 models, the normalization process was
left to the SVR. The performances of the Type 2 models are
summarized in the bottom half of Table III. The performances
of the Type 2(a) models showed some similarities to the
Type 1(b) models: STOI, SNR, and segSNR yielded advantageous performances, while the differences in performance
allowed by the different VQA models was small. For Type 2(b)
models, the performance differences between different VQA
models were also not large, but all of the AQA models (except
for LLR) were able to predict A/V quality effectively when
combined with VQA models.
2) Influences of SVR and Feature Decomposition: It is also
interesting to study whether replacing the weighted product with SVR fusion is more effective, and also whether
decomposing the constituent AQA and/or VQA model into
quality-aware features during SVR fusion can contribute to
A/V quality prediction. The first and second questions can be
answered by comparing the performances of the Type 1(b)
models against Type 2(a) models, and Type 2(a) models
against Type 2(b) models, respectively. We first calculated the
performance improvement (in percentage) afforded by each
combination model, then averaged it over all models of each
modality and over all evaluation criteria, finally arriving at
a measurement of the performance improvement obtained by
each single-mode quality model. The amount of improvement
obtained by each unimodal model is illustrated in Fig. 13.
The performance improvement gained by all models by
replacing the weighted product with an SVR was limited,
except for PEAQ, which suggests that the weighted product is
generally an effective fusion device. To make use of the power
of the learner, it may be more efficient to decompose the component VQA and AQA models into their constituent features,
as appropriate. The efficacy of such a feature decomposition
is made evident by comparing the Type 2(a) and Type 2(b)
models. A degree of improvement was obtained in almost all
cases. Among models which are not easy to be decomposed,
e.g. STOI, LLR, SNR, and segSNR, the improvement was
smaller. For models like PEAQ and VISQOL, the improvements were larger.
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TABLE IV
P ERFORMANCES OF T YPE 3 A/V Q UALITY M ODELS . T HE T OP 3 M ODELS OF E ACH SUB -T YPE ARE IN B OLD

Fig. 13. Performance improvements introduced by replacing the weighted
product with a SVR (by comparing the performances of Type 1(b) and
Type 2(a) models), and decomposing quality models into features during SVR
fusion (by comparing the performances of Type 2(a) and Type 2(b) models).

D. Evaluation of Type 3 Models
1) Performance Evaluation: Type 3 models replace the
component AQA models with redimensioned and repurposed
VQA models. Here three fusion variants were tested: Type
3(a) weighted product, Type 3(b) quality score/SVR based,
and Type 3(c) quality feature/SVR based. A total of 9
(video models) × (5 + 5 + 4) (audio models and fusion
forms) = 126 models were tested. In the Type 3(c) models,
GMSD1D was taken as a feature of GMSM1D . Normalization
for all VQA models was conducted in the same way as for
Type 1 models. Among the redimensioned VQA models being
used as AQA models, only GMSD1D requires normalization:
Q GMSD1D = 1 − Q GMSD1D /0.4. The performances of the
Type 3 models are summarized in Table IV. Most of these
models achieved SRCC or PLCC performances better than 0.9,
while the remaining models obtained performances very close
to 0.9. The performance differences of using different VQA

Fig. 14. Performances of the redimensioned VQA models repurposed as
AQA models on overall A/V quality prediction.

models were not large, though several models yielded slightly
better performances. For example, VMAF, FSIM, or VIFP
fused with MS-SSIM1D , GMSM1D , GMSD1D all performed
better. Among the fusion functions, Type 3(c) was better than
Type 3(b), while Type 3(b) was better than Type 3(a), although
the performance differences were not large. Specifically, AVSSIM, AVMSSSIM, AVIFP, AVGMSM, and AVGMSD were
able to achieve state-of-the-art performances, while AVMAF
is one of the best-performing models overall.
2) Comparison of Redimensioned and Repurposed 1D VQA
Models Against True AQA Models: The models in Tables III
and IV were evaluated under the same settings, thus the
performances in these two tables are directly comparable.
Comparing the Type 3(a), Type 3(b), and Type 3(c) models
against the Type 1(b), Type 2(a), and Type 2(b) models respectively, highlights the successes of the Type 3 models. The
average performances of the Type 3 models were noticeably
better than those of Type 2 and Type 1 models. Among the
best performing models of each sub-type, the best-performing
Type 3 models were slightly better. Similar to Section IV-B.2
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TABLE V
P ERFORMANCES OF T YPE 4 A/V Q UALITY M ODELS H AVING
D IFFERENT S ETTINGS . T HE B EST ONE I S IN B OLD

from which it may be observed that a moderately large feature
dimension is helpful to the model, as is preprocessing of the
raw features.
V. R ECOMMENDATIONS ON P RACTICAL A/V-QA
M ODEL U SAGE AND D EPLOYMENT

and Fig. 12, we also evaluated the redimensioned single-mode
AQA models by fixing the video distortion conditions. The
resulting performance values are shown in Fig. 14. By comparing Fig. 14 with Fig. 12, it may be observed that all of the
redimensioned 1D VQA models that were repurposed as AQA
models performed at a level comparable to the best existing
AQA models. This result is both remarkable and provocative,
given the relative simplicity and easy availability of the VQA
models used.
E. Evaluation of Type 4 Models
1) Performance Evaluation: The family of Type 4 models
are all frame based, meaning that feature extraction and
fusion are conducted at a frame level. During SVR training,
we labeled each frame with the MOS of the corresponding A/V
sequence, and used each frame as a training instance to enrich
the training data. During testing, we used the model to predict
single frame qualities, which were then averaged to predict the
video quality. Performances of the Type 4 models are listed
in Table V, where the best performance (in bold) denotes the
model using the final settings. We used only the first 100 of
the same 1,000 random splits that were used for the Type 1, 2,
and 3 models when training and testing the Type 4 models. By
comparing Table V with Tables III and IV, it may be observed
that the Type 4 model was comparable to the best-performing
Type 1, 2, and 3 models. Note that we only used the pretrained
DNN to extract content-aware quality features. The DNN was
not fine-tuned or retrained. Given significantly more subjective
data, it may be worthwhile to embark upon a larger scale study
using end-to-end or retrained DNNs.
2) Influences of PCA Dimension and Feature Settings: The
key settings of the Type 4 model include the PCA dimension
and the feature setting. The first one controls how many
dimensions of features are used following PCA dimension
reduction. We tested it three settings: 5, 25, and 125. The
feature setting dictates how many groups of features are input
to the PCA module. As described in Section III-D, four
groups of 2048-dimensional features were extracted from the
reference and distorted video and audio sequences by the
DNN. Two groups of features were derived by calculating
feature differences between the reference and distorted signals.
These six groups of features are all used by the Type 4 model.
We also test the Type 4 model under the two additional
settings: first, using the two groups of features that include
only feature differences, and second, using the four groups of
features that include only the raw DNN features extracted from
the reference and distorted signals. The performances of the
Type 4 models under all settings are summarized in Table V,

From the evaluation results given above, we may observe
that regardless of which family of models is used, some of
the member A/V-QA models achieved accurate performances
(SRCC of 0.9+). This suggests that predicting overall A/V
quality is a problem that may be successfully addressed,
provided that accurate predictions of the corresponding video
and audio components can be obtained. It should be possible
to augment existing video quality prediction models that are
deployed in practical systems, by adding suitable audio quality
prediction models and multimodal quality fusion modules.
When deploying the proposed AV-QA models in practice,
one may need to choose the component AQA/VQA models
and the fusion schemes, that is, choosing one from all of
the proposed 4 families and hundreds of A/V-QA models.
For the component AQA models, we suggest using one of
the redimensioned VQA models which are repurposed as
AQA models, since any of the SSIM1D , MS-SSIM1D, VIFP1D ,
GMSM1D , and GMSD1D can be efficiently combined with
the current VQA models and achieve the state-of-the-art
performances. With regards to the component VQA models,
from the experimental results we can observe that all of the
tested VQA models are pretty effective, and the performance
differences of using different VQA models are not large.
Among the fusion methods, product fusion has the advantages of simplicity and easy interpretability, and it performed
well. A weight for the product improves performance, and the
final A/V-QA model is generally stable within certain ranges of
the weight. To achieve the best performance, it can be tuned
to a use case. Among the weighted product based models,
AVSSIM, AVMSSSIM, AVIFP, AVGMSM, and AVGMSD
are recommended, since the qualities of both modalities are
estimated using the same methodology. If performance is a
critical criterion, then quality feature based SVR fusion is
advisable. Specifically, AVMAF is a good choice, since VMAF
is a top VQA model, and they perform well together. AVMAF
is one of the best-performing A/V-QA models. The DNN
based A/V-QA approach is worth further study, although the
current model is somewhat heavy and does not yet give a
performance advantage. Likely, larger A/V subjective datasets
are needed.
VI. C ONCLUSION
We conducted an in-depth exploration of the problem of
assessing the quality of A/V signals. Specifically, we constructed a sizable and unique resource: the LIVE-SJTU
A/V-QA Database, which includes several hundred A/V
sequences processed by distortions representative of those
encountered in the streaming space. A subjective A/V-QA
study was then conducted to obtain ground-truth quality
ratings of all of the distorted A/V sequences included in
the database. The collected subjective rating data suggest
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that while the video modality is generally more important in
forming subjective impressions than the audio modality, audio
quality is an important contributor to overall QoE.
We also designed four families of objective A/V quality
prediction models which fuse single-mode quality predictors
or quality-aware features. All four families of proposed A/VQA models delivered promising results on the LIVE-SJTU
A/V-QA Database. The fact that we were able to obtain good
prediction performances using fusion models ranging from
very simple to somewhat sophisticated, suggests that existing
video quality prediction systems for streaming control might
be easily and effectively augmented by fusion with audio
quality modules.
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