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Abstract— Audio information has been bypassed by most
of current visual attention prediction studies. However, sound
could have influence on visual attention and such influence
has been widely investigated and proofed by many psychological studies. In this paper, we propose a novel multi-modal
saliency (MMS) model for videos containing scenes with high
audio-visual correspondence. In such scenes, humans tend to
be attracted by the sound sources and it is also possible to
localize the sound sources via cross-modal analysis. Specifically,
we first detect the spatial and temporal saliency maps from
the visual modality by using a novel free energy principle.
Then we propose to detect the audio saliency map from both
audio and visual modalities by localizing the moving-sounding
objects using cross-modal kernel canonical correlation analysis,
which is first of its kind in the literature. Finally we propose
a new two-stage adaptive audiovisual saliency fusion method
to integrate the spatial, temporal and audio saliency maps to
our audio-visual saliency map. The proposed MMS model has
captured the influence of audio, which is not considered in the
latest deep learning based saliency models. To take advantages of
both deep saliency modeling and audio-visual saliency modeling,
we propose to combine deep saliency models and the MMS model
via a later fusion, and we find that an average of 5% performance
gain is obtained. Experimental results on audio-visual attention
databases show that the introduced models incorporating audio
cues have significant superiority over state-of-the-art image and
video saliency models which utilize a single visual modality.
Index Terms— Audio-visual attention, visual attention, multimodal, saliency, attention fusion.
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I. I NTRODUCTION
E human beings can handle massive visual information
effectively because of our extraordinary ability to focus
on the important and salient information. Such extraordinary
ability of human visual system (HVS) is known as visual attention. Modeling and predicting visual attention can be of great
value in various applications since it can help the machine
simulate the visual attention mechanism and focus on the more
important things. After decades of development, numerous
visual saliency prediction models have been proposed with
encouraging results [1], [2]. These saliency prediction models
generally make full use of visual information to predict the
positions which are visually distinct from its surroundings.
However we live in a rich sensory world, in which we perceive
information via various senses, e.g., visual, hearing, smell,
touch, taste, etc, and various senses interact and integrate
with each other and guide human’s attention. Visual attention is also not stand-alone and various other senses can
have influence on visual attention. Besides visual, auditory
is the second largest source of sensory information. The
influence of audio on visual attention has also been verified
in many studies, either by traditional well-controlled psychological experiments [3], [4] or by comprehensive eye-tracking
analyses [5]–[7].
In [3], the authors demonstrate that the sound will direct
human attention to a visual target if the visual and auditory
information are from the same location. Some other study also
shows that the concurrent auditory signal will strengthen visual
perception [4]. Besides such psychological experiments which
use simple and well-designed stimuli, some researchers also
use complex stimuli and perform comprehensive analyses via
eye-tracking experiments. Coutrot et al. [5] find that sound
will influence visual attention when watching videos, and the
degree of such influence changes with time. With and without
the audio, subjects will look at different locations, and the eye
fixations collected under audio-visual test condition are more
clustered. Song et al. [6] observe that the influence of sound
depends on the sound content types, e.g., music, action, human
voice etc, and human voice shows the greatest influence. In [7],
the authors demonstrate that the impact of audio is up to its
consistency with visual signals. Though the influence of audio
on visual attention has been verified by many studies, the audio
information is still ignored by many current visual attention
modelling studies, and the visual attention databases used
for saliency model validation are mostly constructed under a

W

1057-7149 © 2020 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: Universidade de Macau. Downloaded on July 06,2022 at 06:32:14 UTC from IEEE Xplore. Restrictions apply.

3806

IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 29, 2020

visual test condition, in which subjects watch the visual stimuli
directly and hear no audio.
In this paper, we mainly focus on spatial sound, which
means that the sound is generated from the scene presented
in the video. We build a novel multi-modal saliency (MMS)
model for videos with high audio-visual correspondence,
in which the sound is generated from object motion. Our
work is based on the observation that we human beings often
integrate spatially localized sound and shift our attention to
detect new targets in our daily life. In such cases, audio has
influence on visual attention and the corresponding sound
sources are strong attractors for visual attention. For these
scenes, it is also possible to localize the sound sources by
detecting the moving-sounding objects through cross-modal
audio-visual analysis.
Specifically, we model visual attention from three aspects
in both audio and visual modalities. First, spatial saliency
is calculated in the visual modality by using a brain theory
inspired free energy principle in single frames, and temporal
saliency is also computed in the visual modality by detecting
inter-frame motion. Then, we detect audio saliency in both
audio and visual modalities by localizing the moving-sounding
objects using cross-modal kernel canonical correlation analysis (CCA), while the localization result is taken as the audio
saliency. Finally, we propose a two-stage adaptive audiovisual
saliency fusion method to integrate the spatial, temporal and
audio saliency maps to the final audio-visual saliency.
The proposed MMS model follows a traditional technical
route of detecting the center-surround differences. The MMS
model does not need training, and it owns the advantages
of having better generalizability and good interpretability.
Thanks to the large scale visual attention databases and
the most recent advancement of deep learning, impressive
performance improvements have been achieved in this area.
However, similar to other traditional visual information based
saliency models, no audio information is considered in these
deep saliency models. To take advantages of both the latest
deep saliency modeling and the audio-visual attention modeling introduced in this paper, we propose to combine deep
saliency models and the MMS model through a later fusion.
We find that the latest deep saliency models can be improved
after incorporating the MMS model. Experimental results
on audio-visual attention databases show that the proposed
methods have significant advantage compared with the stateof-the-art static and dynamic saliency models which only use
a single visual modality, and the latest deep saliency models
can be promoted by 5% on average.
This paper is based on our previous paper [8]. Compared
with the previous work, we have made five new contributions.
Most of the contributions have been described above, and
we give a summarization here. First, we use the free energy
theory to model spatial saliency. Second, frame differences
are calculated to model temporal saliency, which is more
computational efficient. Third, kernel CCA rather than CCA
is utilized to increase the nonlinearity and facilitate better
cross-modal correlation analysis. Fourth, a better two-stage
adaptive audiovisual saliency fusion method is introduced.

Last, we propose to improve the latest deep saliency models
by incorporating the proposed audio-visual saliency model.
The rest of the paper is organized as follows. In Section II,
we give an overview of the related works. Section III describes
of the proposed model. Experimental validation is given in
Section V. Section IV concludes the paper.
II. R ELATED W ORK
Visual attention models and visual attention models incorporating audio cues are highly relevant to this paper. In this
section, we give an overview of these visual attention models.
A. Visual Attention Model
After decades of development, various visual saliency prediction models have been proposed with encouraging results.
Generally, saliency models are designed either for eye fixation
prediction [1] or salient object detection [2]. The earliest
saliency models are fixation prediction models, which aim at
predicting the positions of human gaze, and eye-tracking data
collected under a free-viewing condition is generally used to
evaluate such models. Driven by the needs of object detection
and segmentation, various salient object detection models are
proposed later. These models try to detect the most salient
object as a whole, and the human labeled salient objects are
used as the ground-truth. The readers can refer to [1], [2]
for reviews of fixation prediction and salient object detection
models. In this paper, we mainly focus on fixation prediction.
Early saliency models generally utilize low-level visual
features such as intensity, color and orientation to predict
the positions which are distinctly different from its surroundings [9]–[16]. Considering that many top-down factors are
attractive for subjects, some high-level features are also incorporated [17], [18]. For dynamic scenes, the motion features
are also considered [19]–[21]. Recently, owing to the availability of large scale visual saliency databases and recent
advancement of deep learning, some deep learning based
saliency models are also proposed for both static and dynamic
scenes [22]–[26]. However, though much progress has been
made in recent years in this area, all these saliency models are
based on the visual modality, and they have not considered the
influence of audio.
B. Visual Attention Model Incorporating Audio Cues
Considering the influence of audio on visual attention, a few
attempts have been made to construct audio-visual saliency
models [27]–[34]. In [27], the authors integrate some audio,
visual and sematic features, and propose a user attention
model. Evangelopoulos et al. [28] also integrate attention
driven by visual, textual and aural information. The objective
of these attention models is to generate time serial attention
curve, in which higher value indicates greater importance of
the video content at this moment. Audio information is quite
important for such attention models. These models can be used
for video summarization. They are not considered in this paper,
since they can only generate 1D saliency curve along the time
axis, rather than 2D spatial saliency map.
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detected from both audio and video streams by localizing the
moving-sounding objects using cross-modal kernel canonical
correlation analysis. At last, the audio and visual saliency maps
are adaptively integrated to the final audio-visual saliency map.
A. Spatial Saliency Detection

Fig. 1. Framework of the proposed audio-visual saliency model MMS. Visual
(spatial and temporary) and audio-visual analyses are conducted to detect
the corresponding saliency maps, which are then adaptively integrated to the
audio-visual saliency map.

In [29], the authors conduct eye-tracking experiments for
various image-audio pairs, and introduce a method to predict fixations during scene viewing with the influence of
audio. This work is based on the observation that coherent
audio will increase the saliency of the corresponding object.
Treating the sound sources as the most salient areas of
the video, Lee et al. [30] present a foveated video coding
approach with the audio-visual focus of attention. A deep
audio-visual saliency model is proposed in [31], which incorporates both auditory and visual cues. As a typical scene
in which audio information matters, scenes depicting conversations are also specifically studied [32], [33]. The authors
design an audio-visual saliency model for conversation scenes
based on the observation that the speaking person is generally
more salient than other people. In [34], the authors propose
an audio-visual saliency model by first computing an audio
saliency curve along the time axis and then using this curve
to weight the flicker and motion in the spatial domain. Though
the above models have tried to model visual attention by
incorporating audio cues, these models are not comprehensive.
They only focus on specific scenes such as conversation scenes
or image-audio pairs. A comprehensive audio-visual saliency
model which works for more general scenes is needed.
III. T HE P ROPOSED AUDIO -V ISUAL S ALIENCY M ODEL
A framework of the proposed audio-visual saliency model
MMS is illustrated in Fig. 1. We try to model visual attention
from both audio and visual perspectives. Similar to traditional
saliency models, first the spatial and temporal saliency maps
are detected directly from the intra and inter frames of the
video stream by using the brain theory inspired free energy
principle. Whereas for the audio, the audio saliency map is

In recent years, a free energy principle has been proposed
to unify some brain theories related to human perception,
cognition, and learning [35]–[37]. The free energy principle
suggests that human brains tend to resist the natural tendency
of disorder by keeping their internal states at low entropy level.
This can be achieved by avoiding the “surprise” when perceiving scenes. Such “surprise” has an upper bound called “free
energy”, and minimizing the free energy indeed minimizes
the “surprise”. The free energy has been proofed effective
for explaining various image perception tasks, for example
image quality assessment [37]–[41]. In a previous work [15],
we also demonstrate that free energy is highly relevant to
image saliency. Motivated by these studies, we utilize free
energy principle to detect spatial saliency, since the “surprise”
therein can be highly relevant to visual saliency.
1) Free Energy Principle: The free energy-based brain
theory assumes that the cognitive process is governed by
an internal generative model (IGM) G [35], [42]. For visual
perception, G can be assumed as parametric, and it explains
the perceived scenes by adjusting the parameter vector θ .
According to the free energy principle, the entropy measured
“surprise” of a given scene image I has an upper bound which
is defined as the free energy [35], [37]
F(θ ) = − log P(I) + KL (Q(θ |I)P(θ |I)) ,

(1)

where Q(θ |I) is an auxiliary posterior distribution of the
model parameters θ given the input scene image I. It can
be regarded as an approximate posterior to the true posterior
of the model parameters P(θ |I) derived by the brain. The
Kullback-Leibler divergence in Eq. (1) is non-negative according to Gibbs’ inequality, i.e. KL (Q(θ |I)P(θ |I)) ≥ 0, and the
equality holds if Q(θ |I) = P(θ |I). Then for a given scene
image I, the free energy can be minimized by minimizing the
KL divergence KL (Q(θ |I)P(θ |I))
F(θ̂ ) with θ̂ = arg min F(θ ).
θ

(2)

In another word, when perceiving I, the brain minimizes the
discrepancy between the approximate posterior Q(θ |I) and the
true posterior P(θ |I) by adjusting the parameters θ of Q(θ |I)
to get the best explanation of I. The readers can refer to [35],
[36] for more details of the free energy theory.
2) Practical Calculation of Free Energy: As described
above, the free energy describes the discrepancy between the
image and its best IGM explanation. In the above equations,
the IGM G is represented by its parameters θ . For practical
calculation, a 2D linear autoregressive (AR) model is selected
as the IGM considering its simplicity and strong description
ability for natural images [15], [37], [43]. Specifically, we use
the AR model as the IGM to predict a given scene
x i = wiT χ k (x i ) + εi ,
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where x i is a pixel to be predicted, χ k (x i ) is a column vector
of x i ’s k nearest neighbors, wi = (w1 , . . . , wk )T is a vector
of AR coefficients, and εi is an error term. Assume ŵi is an
estimate of wi , we can use the AR model (3) to estimate the
predicted image Î for a given image I in a point-wise manner
x̂ i = ŵiT χ k (x i ),

(4)

where x̂ i is the estimated version of x i , and the optimal
estimation of AR parameters ŵi is calculated by
ŵi = arg min xi − Ywi ,
wi

(5)

where xi = (x i1 , . . . , x in )T is a local image patch centered at
pixel x i , Y is a n × k matrix whose i -th row is the transpose
of χ k (x i ). The above least square optimization problem can
be solved via
ŵi = (YT Y)−1 YT xi .

(6)

As described in [37], if the AR model acts as the IGM,
the free energy minimization process is equivalent to encoding
the given image I with the minimum number of bits with the
AR model, and the free energy can be described by
F(θ ) = − log P(I|θ ) +

k
log N, as N → ∞,
2

(7)

where N denotes the total number of pixels. Then, the free
energy of image I given the AR model can be approximated
by the total description length of I, i.e., the entropy of the
prediction residuals between I and Î plus the model cost. If we
fix the model order, the second term is a constant and can
be ignored. The readers can refer to [37] for more details of
the AR-based practical calculation of free energy.
3) Free Energy Inspired Saliency Detection: The free
energy has described the discrepancy, i.e., error map, between
the image I and its best IGM explanation Î. Such error is
closely related to the “surprise” perceived by the brain, and
therefore can be used for saliency prediction. The free energy
minimization process can be approximated as the entropy of
the residuals between I and Î. A framework of the free energy
inspired saliency detection method is illustrated in Fig. 2.
Given an image I, we first conduct the above AR-based IGM
explanation, and derive its IGM predicted version Î. Then we
compute the local entropy of the residuals in a pixel-wise
manner
E = − log P(I − Î).

(8)

Note that the above processes are conducted in a coarser image
scale, and in separate color channels. For the RGB color
channels c, c ∈ {R, G, B}, we calculated the local entropy
maps as Ec , which are then filtered and integrated to the final
spatial saliency

N (g ∗ Ec ) ,
Ss =
(9)
c

where N is a normalization operator which normalizes the
saliency map linearly to the dynamic range [0, 1], g is a local
Gaussian filter, and ∗ denotes the convolution operator.

Fig. 2. Framework of the free energy inspired spatial saliency detection.
AR: autoregressive; IGM: internal generative model.

Fig. 3.

Framework of the temporal saliency detection.

B. Temporal Saliency Detection
Motion information is also an important cue for visual
attention, thus we extract motion features as the temporal
saliency. In the literature, various techniques can be utilized
to extract motion features, for example motion vector [44],
optical flow [8], and inter-frame difference [19]. In this paper,
we utilize the inter-frame difference to detect motion considering its extremely low complexity and considerable motion
describing ability. Considering that motion often attracts visual
attention, we take the detected motion as temporal saliency
directly. A framework of the temporal saliency detection
method is illustrated in Fig. 3.
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Framework the audio saliency detection. Visual analysis, audio analysis and audio-visual correlation are conducted to detect audio saliency.

Specifically, given a video, we first calculate its intensity
I f = (R f + G f + B f )/3,

(10)

where f is the frame index, and R f , G f , B f are the RGB
channels of frame f . Then the motion feature can be described
by the inter-frame difference
M f = |I f − I f −τ |,

(11)

where τ a frame latency parameter. Following [19], we set
τ = 3. Finally the temporal saliency is computed as a filtered
version of the motion feature
St = g ∗ M,

(12)

where we omit the frame index f for simplicity, the subscript t
denotes temporal saliency, ∗ denotes the convolution operator,
and g is a local Gaussian filter whose filter size and standard
deviation are 60 and 10 pixels respectively. Similar to spatial
saliency detection, the above temporal saliency detection is
conducted in a coarser image scale.
Note that the above temporal saliency detection method may
not so effective sometimes, for example it can be sensitive
to camera motion. Considering that the main novelties and
contributions of this paper do not lie in the temporal saliency
modeling, here we use this simple but efficient method. The
proposed method can be further improved by using more
advanced motion estimation techniques.
C. Audio Saliency Detection
As reviewed in Section I, the influence of audio on visual
attention has been widely investigated and proofed in the
literature. In this paper, we are particularly interested in scenes
with high audio-visual correspondence. For such scenes where
the audio is generated from object motion, it is possible to
localize the moving-sounding objects, and these objects are
also important cues for visual attention. Similar to [8], [45],
a correlation-after-segmentation framework is utilized to localize the moving-sounding objects. An illustration of the framework is given in Fig. 4. We first conduct visual analysis

by segmenting the whole video into a series of appearancemotion-coherent spatial-temporal regions (STRs), and extracting velocity and acceleration features from optical flow for
each STR. Then audio analysis is performed by extracting
Mel-frequency Cepstral Coefficients (MFCCs) and its first
order derivatives (MFCC_Ds) [46]. Finally kernel canonical
correlation analysis (KCCA) [47] is utilized to map the visual
and audio features into a common high-dimensional feature
space, and in this space the STRs whose visual features
have high correlation with audio features are identified as
the moving-sounding objects. The localization results are then
further processed to the audio saliency map.
1) Visual Analysis: As illustrated in Fig. 4, the process of
visual analysis consists of 3 steps: segmenting the whole video
into a series of appearance-motion-coherent STRs, which are
denoted as STRr (r = 1, . . . , R is the STR index); extracting
visual features like velocity and acceleration from the forward
and backward optical flow; and describing each STR using
the extracted visual features. To facilitate the following formulation, all STRr ’s pixels in frame I f is denoted as STRr f
( f = 1, . . . , F is the frame index). Various state-of-the-art
video segmentation methods can be utilized for the video segmentation [48], [49]. We mainly use the graph-based streaming
hierarchical method [48] considering its easy accessibility and
considerable performance.
From adjacent frames, the forward and backward optical
flow [50] are extracted to describe the local motion, then the
velocity and acceleration features of frame f can be extracted
as
Vv = O + ,
+

(13)
−

Vc = O − (−O ),

(14)

where O+ denotes the forward optical flow calculated from
frame I f to I f +1 , while O− denotes the backward optical
flow calculated from frame I f to I f −1 . Then, STRr f can be
described by the mean velocity and acceleration magnitude,
i.e., |Vv | and |Vc |, of all pixels belonging to STRr f .
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CCA (KCCA) to map the features to higher-dimensional
feature spaces and increase the nonlinearity. Specifically, CCA
seeks pairs of canonical bases wv and wa that maximize the
correlation between projections wvT V and waT A [47]
(ŵv , ŵa ) = arg max corr(wvT V, waT A)
wv ,wa

= arg max 
wv ,wa

Fig. 5. Visual features for moving-sounding objects detection. (a) Frame
I f . This video shows a conversation. (b) STRs in the current frame. STRr f
denotes the face region of the speaker in I f . (c) Vv , velocity of I f . (d) Vc ,
acceleration of I f . (e)/(f) Mean velocity/acceleration magnitude of each STR
in I f . vr1 f and vr2 f denote velocity and acceleration features of STRr f .

To reduce the number of candidate STRs, we select the most
dominate m 1 STRs for velocity and m 2 STRs for acceleration
according to their variances along the time axis. Then we can
use matrix V to describe the visual feature of the whole video
V = (vr f ) M×F = [v1 , . . . , v F ],

(15)

where vr f denotes the visual feature of STRr f , i.e., mean
velocity or acceleration magnitude of STRr f , the column
vector v f , f = 1, . . . , F is a M = m 1 +m 2 dimensional vector
which consists of the visual features of frame I f . A total of M
STRs are selected for further analysis according to the feature
variation along the time axis, i.e., the variance of (vr· )1×F .
Examples of the segmented STRs, velocity and acceleration
features are illustrated in Fig. 5. STRr denotes the face region
of one speaker in this example. vr1 f and vr2 f denote the
velocity and acceleration features of STRr f . Visual features
of other STRs can be computed similarly.
2) Audio Analysis: As illustrated in Fig. 4, the process of
audio analysis is to extract audio features related to object
motion. We assume that the audio signal mainly includes the
sound generated by the target moving-sounding object. Before
audio feature extraction, we first use a window to frame the
audio such that it has the same number of frames as the video.
Then N/2 MFCCs and N/2 first order derivatives (MFCC_Ds)
are extracted as audio features, and the audio signal can be
characterized by matrix
A = [a1, . . . , a F ],

(16)

where a f , f = 1, . . . , F is a N dimension vector (consisting
of N/2 MFCCs and N/2 MFCC_Ds), which is used to
describe the f -th framed audio signal.
3) Audio-Visual Correlation: The goal of audio-visual correlation is to identify the STRs, i.e., the row dimensions of v,
that maximize its correlation with audio a. Regular correlation
methods like linear correlation analysis may suffer from the
problem that the video and audio signal are represented and
described in distinctively different spaces. We need to resort
to cross-modal correlation analysis. Canonical Correlation
Analysis (CCA) is a classic yet efficient method that can perform correlation analysis after projecting signals of different
modalities to a common feature space [51]. Considering that
CCA can only correlate linear relationships, we utilize Kernel

wvT Cva wa
wvT Cvv wv waT Caa wa

,

(17)

where Cvv , Caa and Cva denote the covariance and
cross-covariance matrices of V and A, respectively.
To extract non-linear relations, KCCA first projects the
features X = (x1 , . . . , x F ) into a higher dimensional space
φ : X → φ(X) = (φ(x1 ), . . . , φ(x F )) .

(18)

Then the similarity between features can be described by a
symmetric positive semi-definite kernel [52]
k(x, y) = φ(x), φ(y) ,

(19)

where  denotes inner product. Specifically in this paper,
2
the Gaussian kernel k(x, y) = exp(− x−y
) is used.
2σ 2
As described in [47], there exists directions α and β such
that
wv = φ(V)T α, wa = φ(A)T β.

(20)

Substituting Eq. (20) into Eq. (17), then the optimization
problem becomes
α T Kv Ka β
(α̂, β̂) = arg max 
,
α,β
α T Kv2 α · β T Ka2 β

(21)

where Kv = φ(V)T φ(V) and Ka = φ(A)T φ(A) are kernel
Gram matrices for V and A, respectively, and the elements of
Kx can be described by
(k)i j = k(xi , x j ) = φ(xi ), φ(y j ) = φ(xi )T φ(y j ). (22)
To solve the KCCA optimization problem in Eq. (21), Kv
and Ka should be invertible, and in such case no useful results
could be obtained from the kernel-defined feature space. This
problem could be solved via regularization [47], [52]
(α̂, β̂) = arg max 
α,β

α T Kv Ka β
α T Kv (Kv +ηI)α · β T Ka (Ka +ηI)β

, (23)

where η is a regularization parameter, and I is an identity matrix. The regularized KCCA optimization problem in
Eq. (23) is not affected by scaling α or β. Thus Eq. (23) is
equivalent to maximizing the numerator subject to
α T Kv (Kv + ηI)α = 1,
β T Ka (Ka + ηI)β = 1.

(24)

The Lagrangian is
L = α T Kv Ka β −

λ T 2
(α Kv α + ηα T Kv α − 1)
2
λ
− (β T Ka2 β + ηβ T Ka β − 1).
2
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and audio saliency maps
S = f (Ss , St , Sa ),

Fig. 6. Results of audio-visual correlation analysis. (a) Frame image. This
video presents violin playing. (b) STRs in the current frame. (c) Correlation
map. (d) Motion map. (e) Weighted map. (f) Audio attention map Sa .

The above optimization problem can be solved by a standard
eigenvalue problem [47]
(Kv + ηI)−1 Ka (Ka + ηI)−1 Kv α = λ2 α,

(26)

which has the form of Ax = λx.
Solving the regularized KCCA optimization problem in
Eq. (23) and Eq. (26), we could obtain a series of canonical
vector pairs (α i , β i ) and the corresponding canonical correlation ρi . The next step is to identify the STRs with better
correlation with the audio. Different from the CCA method
utilized in [8], we can not interpret the variable relations from
the canonical vectors α and β directly, since they are obtained
in the kernel space. But in KCCA, the variable relations still
can be revealed by the correlations between the true signals
and the KCCA transformed variables [53], [54]. Thus we
compute the linear correlation between the true signals V and
the KCCA transformed variables Kv α i
cl = corr(V, Kv α l ),

(27)

where α l , l = 1, 2, 3 indicate 3 canonical vectors corresponding the 3 largest canonical correlations. The row dimensions
of V, i.e., STRs which have strong relations with the audio A
will have large correlation values
in cl . Thus we generate a

correlation map according to l |cl | which is a M dimensional
column vector. In the correlation map, values of all pixels
belonging
to each STR are set to the corresponding value in

|c
|,
while
other pixels are set to 0. Then the correlation
l
l
map is further weighted by a motion map to reduce the
influence of tiny motions which have high correlations. In this
motion map, values of pixels belonging to each STR are set
to this STR’s mean velocity along the time axis. Finally the
modified map is spatial-temporally smoothed to the final audio
attention map Sa .
Fig. 6 illustrates some results of audio-visual correlation
analysis, which is conducted in the supervoxel level. From
Fig. 6(c), we can see that some supervoxels with tiny motions
sometimes are highly correlated with the audio, thus the
multiplication operation is essential. The effectiveness of the
modification process is evident from Fig. 6(c) and Fig. 6(e).
D. Adaptive Audio-Visual Saliency Fusion
As illustrated in Fig. 1, the final stage is to generate the final
audio-visual saliency map by integrating the spatial, temporal,

(28)

where S is the final audio-visual saliency map, Ss , St , Sa
are spatial, temporal, and audio attention maps, respectively,
f is the fusion function. Intuitively, we can use the following
classical and frequently used feature fusion methods [8].
• Product after normalization (PN):


N (Si ) ,
(29)
f (Ss , St , Sa ) = N
i
•

Max after normalization (MN):
f (Ss , St , Sa ) = N max N (Si ) ,

(30)

Summation after normalization (SN):


f (Ss , St , Sa ) = N
N (Si ) ,

(31)

i

•

i

where in Eqs. (29), (30), (31), i ∈ {s, t, a}, N is a normalization operator. The product, max and summation operations in
Eq. (29)-Eq. (31) are conducted in a pixel-wise manner.
The above naive saliency fusion methods have not considered the characteristics of specific saliency maps. There
is neither competition between spatial and temporal saliency
maps, nor competition between visual and audio saliency
maps. A parameterized normalization, sum and product fusion
method has been proposed in [44] to consider the competition
between spatial and temporal saliency maps. In this paper,
we go one step further and introduce a two-stage adaptive
audio-visual saliency fusion method. Specifically, we first
integrate spatial and temporal saliency maps to the visual
saliency map
Sv = (ws + 1 − wt )Ss + (wt + 1 − ws )St + Ss St , (32)
where ws , wt are the weights of the spatial and temporal
saliency maps which are given by the logistic function
wi =

1
,
1 + exp (μ(Si ) − τi )

(33)

where i ∈ {s, t}, μ(Si ) calculates the mean value of all
elements of saliency map Si , τi is an empirically set parameter.
Through Eq. (33), we can assign more weights to saliency map
with small compact salient regions, and assign less weights to
saliency map with spread saliency.
Then the visual and audio saliency maps are integrated
adaptively by considering the reliability of audio saliency map
S = (1 − wa )Sv + wa Sa + Sv Sa /2,

(34)

where wa is the weight for audio saliency map given by
wa = 1 −

1

1 + exp


St (Sa >0.5)
(Sa >0.5)

− τa

,

(35)

where (Sa > 0.5) gives an index matrix with the same
dimension of Sa , and the elements give the pixel-wise binary
comparison results (It is set as 1 if the element
 is larger
St (Sa >0.5)
than 1, and it is set as 0 otherwise). We use (S
a >0.5)
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Frames of all videos in the audio-visual attention database. A total of 45 video are used. From left to right and top to down: V1,V2,…,V45.

to measure the correspondence between St and Sa . If the
detected audio saliency is distributed mainly in regions with
strong motion, higher weights will be assigned to the audio
saliency map, and vice versa. The underlying assumption is
that the moving-sounding objects also show strong motion,
and the audio saliency is regarded as unreliable if it is detected
in the regions with weak-motion.

where Sd is the improved deep saliency map which incorporates audio information, 0 < ρ < 1 is an exponential
parameter which is lower than 1. Note that multiplying two
saliency maps generally reduces the spread of the saliency,
thus parameter ρ is added to reduce such effect. As illustrated
in video V1 in Fig. 8, the improved deep saliency map can
better consider the influence of audio by incorporating the
audio-visual saliency map. Note that the relevant operations
in Eq. (32)-Eq. (36) are conducted in a pixel-wise manner.

E. Improvement for the Deep Learning Saliency Models
Besides the naive MMS model, we also find that the
latest deep learning based saliency models can be improved
by incorporating the introduced audio-visual saliency. The
proposed MMS model has captured the influence of both audio
and visual information, in which the audio information is
generally neglected by the latest deep saliency models. To take
advantages of the audio-visual attention modeling utilized by
the MMS model, we try to improve these deep saliency models
by incorporating the MMS model via a later fusion. We find
that an average of 5% performance gain is obtained.
Owing to the most recent advancement of deep neural
network and the availability of large scale visual attention
databases, deep learning based saliency models have achieved
impressive performance improvements over traditional models
in both static and dynamic scenes [22]–[26]. However, similar to traditional saliency models, no audio information is
considered in these deep saliency models, while the proposed
MMS model has captured the influence of audio. The proposed
MMS model follows a traditional technical route of detecting
the center-surround differences, and no training is needed.
Such non-training-based saliency models have the advantages
of having better generalizability and good interpretability, and
being independent of training data, but they may fall short in
performance benchmarking. To take advantages of both deep
saliency modeling and the audio-visual attention modeling,
we propose to combine the deep saliency models and the
proposed MMS model via a later fusion. More specifically,
we modify the deep saliency map Sd by integrating the
introduced audio-visual saliency map S
Sd = N (Sd S)ρ ,

(36)

IV. E XPERIMENTAL VALIDATION
A. Experimental Setup
1) Test Databases: There are some video eye-tracking databases in the literature, but they are only for dynamic visual
saliency prediction and they only include the single visual
modality. To solve this evaluation data shortage problem,
we construct an audio-visual attention database in a previous
work [8]. A total of 45 videos are included in the database, and
thumbnails of all videos in the database are given in Fig. 7.
Each video includes a stereo sound-track. It is observed that
the included videos contain a variety of scenes, e.g., playing
musical instruments, playing or kicking the ball, singing,
dancing, speaking and talking. The corresponding soundtracks
of all videos are also included in the database. All videos
have high audio-visual correspondence, i.e., most videos only
contain one dominate sound which is generated by the motion
of the main process of the videos. Besides the motion of
the main process, some videos also include disturbed motion
that emits no sound, such as pedestrians’ passing by and the
motion of conversational partners. The videos have diversity
resolutions, but the majority of them have a resolution of
1280×720. The lengths of videos range from 5 to 10 seconds,
and the frame rates of the videos are around either 25 or
30 frames per second (fps). An eye-tracking experiment under
the free-viewing test condition was conducted using Tobii
T120 eye-tracker, and during the test the subjects watched the
videos and listened to the corresponding soundtracks simultaneously. Eye-tracking data of 14 valid subjects is provided
for each video. The readers can refer to [8] for more details
of the audio-visual attention database.
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Besides the above database which mainly include scenes
with high audio-visual correspondence, we also test the performance on another audio-visual attention database with more
general scenes [55]. A total of 60 videos with the resolution of
720 × 576 are included. The videos last from 10 to 24.8 seconds, and the frame rate is 25 fps. Each video includes a
monophonic soundtrack. Various auditory conditions are tested
in this study, we only use the eye-tracking data collected when
the subjects listen to the original sound track. Eye-tracking
data is collected from 18 subjects in this condition. We refer
to the two databases constructed in [8] and [55] as Database I
and Database II in this paper. Considering that the MMS model
is proposed specifically for videos with high audio-visual
correspondence while the scenes in Database II are very
general, we mainly use Database I as the testbed. Database II
in only used in Section IV-C as a complementary.
2) Competing Models: We mainly compare the proposed
MMS model with the visual saliency models. Though most
of these saliency models only utilize the visual modality, they can still represent the state-of-the-art of human
fixation prediction. More specifically, we select 19 visual
saliency models as competitors: IT [9], GBVS [10],
SR [11], SUN [12], SMVJ [17], Judd [18], BMS [13],
HFT [14], FES [15], SalGAN [22], SAM-VGG [23], SAMResNet [23], DeepGaze2 [24], PQFT [19], ICL [56], SeR [20],
RWRV [21], OM-CNN [25], and ACL [26]. We select these
models by considering the public code availability and their
representability of the state-of-the-art. The first 13 models
are image saliency models designed for static scenes, while
PQFT, ICL, SeR, RWRV, DeepGaze2, OM-CNN, and ACL
are video saliency models designed for dynamic scenes.
Among all competitors, SalGAN, SAM-VGG, SAM-ResNet,
DeepGaze2, OM-CNN, and ACL are deep learning based
saliency models, which can represent the most recent advancement of saliency prediction, while the rest are traditional nondeep learning based saliency models. We believe the selected
models can represent the state-of-the-art in this area. Note that
only human fixation prediction models are considered in this
paper.
3) Evaluation Criteria: Following the conventional procedures of saliency model evaluation, we use 6 saliency model
evaluation criteria: two implementations of AUC (Area under
the receiver operating characteristic (ROC) curve) including AUC-Judd (AUC-J) and AUC-Borji (AUC-B), sAUC
(shuffled version of AUC), CC (linear correlation coefficient), NSS (normalized scanpath saliency), EMD (earth
mover’s distance). For the first 4 criteria, larger values
denote better consistency between the saliency map and the
ground truth human fixations, while smaller EMD is better.
The readers can refer to [57] for more details of these
criteria.
4) Implementation Details: All videos are analyzed at its
original frame rate, and we measure the consistency between
the saliency map and human fixations in all frames and report
the mean performance of all frames. For most saliency models,
we reduce the spatial resolution of videos to make them have
a maximum width or height of 240 pixels without change of
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TABLE I
M ODEL PARAMETERS

the aspect ratio of videos. This down-sample process is to
reduce computation, but for the deep learning based models,
frames of the original resolution are input since large image
resolution is generally needed for neural networks. In the final
saliency evaluation stage, saliency maps are linearly enlarged
to the resolution in which the eye-movement data is tracked,
i.e., the display resolution.
The proposed method involves some third party algorithms like video segmentation, optical flow estimating, and
MFCC feature extraction. The adopted video segmentation
approach [48] is a hierarchical method. We choose the desired
level so that the final number of STRs is most close to 25.
We utilize the method provided in [50] to estimate the optical
flow. An open toolbox is utilized to extract audio features [58].
Before audio processing, the audio signal is framed to have the
same number of frames as the video, and the framing windows
are 50% overlapped. The above algorithms also involve some
parameters, but we mainly use the default parameters and
rarely tune these parameters. The key model implementation
parameters have been summarized in Table I.
B. Performance in High Audio-Visual Correspondence Scenes
We first test both non-deep learning based and deep learning based saliency models on Database I. For the proposed
methods, we test both the naive model and the improved versions enhanced by different DNN-based saliency models. The
performance comparison results are summarized in Table II,
where the performance is first averaged over all frames of the
same video and then averaged over all videos.
1) Comparison With Non-Deep Models: From Table II, it is
easily observed that the proposed MMS model can outperform all traditional non-deep learning based visual saliency
models in all performance criteria, and it shows a substantial
performance lead over the competitors. It suggests that audio
has some influence on visual attention and we can promote human fixation prediction by incorporating audio cues.
Among the competitors, several models take some middle or
high-level features into consideration and show some performance advantage. For example, GBVS considers center bias;
SMVJ includes a face dector; Judd considers more high-level
factors, such as faces, persons and cars. It makes sense,
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TABLE II
P ERFORMANCE C OMPARISON W ITH S TATE - OF - THE -A RT I MAGE AND V IDEO S ALIENCY M ODELS IN H IGH AUDIO -V ISUAL C ORRESPONDENCE S CENES

since the test audio-visual attention database include many
human activities. The proposed method with only spatial
component is also included in Table II. It is observed that
the spatial component of MMS is comparable to state-of-theart non-deep saliency models. The proposed MMS model is
a bottom-up approach, and considers no high-level sematic
information. But it may be further improved by incorporating
such high-level information.
2) Comparison With Deep Models: As already tested in
the literature [22]–[26], relying on large-scale training data,
deep learning based visual saliency models have achieved
substantial progress and the performance has been promoted
into a higher level. From Table II, it is observed that the
proposed MMS model, which is a bottom-up approach and
does not need training, can be comparable to the state-of-theart deep learning based static and dynamic visual attention
models in terms of sAUC, AUC-J, and AUC-B. But in terms
of CC, NSS and EMD, the MMS model is inferior to the
best-performing deep models. This phenomenon is consistent
with the performance comparison between deep and non-deep
saliency models on conventional visual attention databases.
It is probably because saliency maps computed by non-deep
models (including the proposed method) are generally spread
over the image, while saliency maps computed by deep models
are much more compact.
As described in Section III-E, besides the naive MMS
model, we also propose to enhance the deep saliency models
by incorporating the introduced audio-visual saliency model.

To see if incorporating audio cues does promote the deep
saliency models, we compute the relative performance gain
G=

p(Sd ) − p(Sd )
,
p(Sd )

(37)

where p(·) indicates the saliency prediction performance,
which can be sAUC, AUC-J, AUC-B, CC, NSS or EMD. For
the first 5 criteria, we compute the performance gain in this
way, while for EMD we take the opposite since lower EMD
score indicates better performance. Besides the performance
gain in percentage, we also use the information gain (iGain)
described in [59], which is specifically designed to measure
the improvement of the tested saliency map compared with a
baseline saliency map. Specifically, the baseline saliency map
is the original deep saliency map, while the tested saliency
map is the combination of deep saliency map and the proposed
audio-visual saliency map. The performance gain is reported
in Table III. Obviously, all deep saliency models have certain
degrees of performance gain in all criteria.
Whether deep or non-deep, it is observed that dynamic models do not show significant superior performance compared
with the static models. This phenomenon is consistent with
some current study [26]. It may be caused by the insufficient
studies of both visual attention mechanism and its modeling
for dynamic scenes. It also suggests that more efforts should
be put into dynamic visual attention modeling though much
progress has been made in static visual attention modeling.
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TABLE III

TABLE V

P ERFORMANCE G AIN OF THE D EEP S ALIENCY M ODELS O BTAINED BY
I NCORPORATING THE I NTRODUCED AUDIO -V ISUAL S ALIENCY

P ERFORMANCE OF THE P ROPOSED M ETHOD U SING D IFFERENT
C OMPONENTS AND F USION S TRATEGIES

TABLE IV
P ERFORMANCE C OMPARISON W ITH S TATE - OF - THE -A RT I MAGE
AND V IDEO S ALIENCY M ODELS IN G ENERAL S CENES

performance gain is obtained. Though it is not so significant
as on Database I, it still verifies the superiority and good
generalizability of the introduced audio-visual saliency. The
results on Database II also show that introducing audio-visual
attention modeling into the deep saliency modeling can be a
promising way to incorporate the influence of audio.
D. Analysis I: Contributions of Different Components

C. Performance in General Audio-Visual Scenes
Though the proposed method is mainly designed for videos
with high audio-visual correspondence, we also test it in
general audio-visual scenes to test its generalizability. The
same models evaluated on Database I are tested on Database II, except for several models like Judd, RWRV and
DeepGaze2 whose computational complexities are too high.
The performance results are summarized in Table IV. It is
observed that the superiority of the introduced audio-visual
modeling on Database II is not so significant like on Database I. It is not surprising since the proposed MMS model
mainly detects the moving-sounding objects to incorporate the
influence of audio, while the scenes in Database II are too general. Sometimes the sound and the object motion are not highly
correlated, and MMS may not work well for these scenes.
However, the proposed method is still comparable to the
state-of-the-art non-deep saliency models. While for the deep
saliency models, the promotion effect of incorporating the
introduced audio-visual saliency is still obvious. Similar to the
situation on Database I, almost all deep saliency models have
been improved after incorporating the MMS model according
to most of the evaluation criteria. An average of around 3%

In the following part of this paper, we mainly analyze the
proposed method on Database I, which is the main testbed
of this paper and includes videos with high audio-visual
correspondence. Similar to what have been done in [60], [61],
we conduct a series of analysis experiments to single out
the core contributors and give more comprehensive analysis
for the proposed MMS model. First, the proposed method is
composed of three key components, i.e., spatial, temporal, and
audio attention modelling. Besides the overall model, we also
test the performance of the single components. The test results
are summarized in Table V. Apparently, the complete method
improves by a large margin from all single components.
All three components have similar performance in sAUC,
AUC-J and AUC-B, while temporal and audio saliency maps
show a little advantage in CC, NSS and EMD.
Another observation is that the introduced spatial saliency
model is comparable to traditional non-deep saliency models,
but it is still inferior to the deep saliency models, which is not
surprising. It suggests that the proposed method can be further
improved by utilizing more advanced spatial and temporal
saliency modeling techniques. As described in Section III-E
and Section IV-B.2, a simple later fusion of the proposed
audio-visual model and any deep saliency model can promote
the performance of both models. Note that the focus of this
paper is to show that incorporating audio cues can help predict
visual attention better, and we only introduce a preliminary
multimodal audio-visual saliency model in this study.
Saliency fusion is another key step of the proposed
audio-visual attention model. As described in Section III-D,
we introduce a two-stage adaptive audio-visual saliency
fusion method. We can also use some other conventional
fusion strategies, for example NS, NM, and NP described in
Section III-D. We also test the performance of the proposed
method using these fusion strategies, and the results are
listed in Table V. It is observed that NS and NP also show
competitive performance in some evaluation criteria, but the
adaptive saliency fusion strategy performs better from an
overall perspective.
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Fig. 8. Examples of related saliency maps. For each video, the frame image, FDM, saliency maps computed by IT, MMS (proposed), SAM-VGG, and the
improved SAM-VGG are shown. All videos are classified into 3 typical types.

E. Analysis II: The Role of Audio-Visual Analysis
We further conduct analysis for single videos in the database
to have a more comprehensive understanding of the introduced multimodal audio-visual analysis’s promotion effect
for better visual attention prediction. To single out the contributions introduced by the proposed audio-visual analysis,
we compare the performance of saliency models on the
basis of the same baseline saliency models. We follow the
same routine described in Section III-E and Section IV-B.2,
and compute the performance gain of the deep saliency
models after incorporating the proposed audio-visual model.

More specifically, we use Eq. (37) to compute the performance
gain for each video, and average the performance gain over
all 6 evaluation criteria and all tested deep saliency models,
including SalGAN, SAM-VGG, SAM-ResNet, DeepGaze2,
OM-CNN, and ACL. The results are listed in Table VI.
Similar to Table III, we also use the iGain metric to measure
the improvement. We observe that most videos earn some
performance gain. Next we will analyse the influence of video
content.
Fig. 8 gives an intuitive illustration of related saliency maps.
For each video, the frame image, fixation density map (FDM),
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F. Discussion
Note that audio-visual attention modeling does not always
contribute to visual attention prediction. It is observed from
Table VI that some videos do not have performance gain after
incorporating the proposed model. Sometimes it is resulted
by the inaccurate localization of the sound-generating regions,
and sometimes it is because the sound-generating regions are
simply not the focuses of visual attention. For future work,
more accurate localization of sound-generating regions may
help, and visual attention mechanism under the audio-visual
condition should also be researched and utilized more comprehensively. Considering the superiority of deep saliency model
over traditional bottom-up saliency model during the testing,
a data-driven end-to-end learning method which incorporates
audio cues may be a good solution.
V. C ONCLUSION

saliency maps computed by IT [9], the proposed MMS
model, SAM-VGG [23], and the improved SAM-VGG are
shown. According to the content, all videos are classified into
3 types.
•
•
•

Type 1: Multiple salient objects exist in the video, but
only one of them is generating sound.
Type 2: One salient object is emitting sound, and there
is some disturbed motion in the background regions.
Type 3: Similar to Type 2, one salient object is producing
sound, but there is no background motion.

The introduced audio-visual analysis is found to have promotion effect for fixation prediction in these 3 typical types of
videos. Example videos of each type are shown in Fig. 8.
We can analyse the quantitative results given in Table VI and
the qualitative results given in Fig. 8 together to have a better
understanding of audio-visual attention modeling’s promotion
effect in these videos.
In video Type 1, the sound-generating object is more
salient than other objects, and we can localize and emphasize
the sound-generating object to provide better visual attention
prediction. For example in video V1, subjects notice all three
people, but they focus more on the middle one since he is
speaking, and the propose audio-visual model can localize the
speaking person. In video Type 2, the subjects mainly focus on
the salient sound-generating object and rarely pay attention to
the disturbed motion. Traditional saliency models may suffer
from such disturbed motion, while the proposed audio-visual
model can localize the sound-generating region and reduce
the influence of disturbed motion. For example in video V4,
the speaking person is emphasized and other pedestrians are
depressed. In video Type 3, the salient sound-generating object
is surely the focus of visual attention, and the proposed
audio-visual model can help focus more on this object. For
example in video V10, the news reporter is further emphasized
via audio-visual analysis. For other videos of the same types,
the mechanism of audio-visual attention modeling’s promotion
effect is similar.

Visual and auditory information interact and integrate with
each other and guide human’s attention. To imitate this human
behavior, we build a new multi-modal saliency (MMS) model
for videos with high audio-visual correspondence. Specifically, we first detect spatial and temporary saliency in the
visual modality. The spatial saliency is extracted via a free
energy principle, which gives a good biological explanation for
visual saliency. It states that human brain tries to explain the
perceived scene using an internal model and the explanation
residual can represent the perceived “surprise”, i.e., saliency.
The temporary saliency is modeled by inter-frame difference.
Significantly different from the current visual saliency studies,
we further introduce a novel method to detect audio saliency
via audio-visual analysis. We localize the moving-sounding
objects as audio saliency via cross-modal kernel canonical
correlation analysis. Finally, the spatial, temporary and audio
saliency maps are integrated adaptively to the audio-visual
saliency via a novel two-stage audiovisual saliency fusion
method, which has considered the specific characteristics of
both audio and visual saliency. Besides the naive MMS model,
we also propose to improve the latest deep saliency models by
incorporating the introduced audio-visual saliency through a
later fusion. Substantial performance gain is obtained since the
MMS model has captured the influence of audio, which is not
considered in the deep saliency models. Extensive experiments
on audio-visual attention databases have verified the effectiveness of the introduced audio-visual saliency modelling, and
contributions introduced by multimodal analysis has also been
analysed comprehensively.
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