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Content-Adaptive Noise Estimation for Color
Images With Cross-Channel Noise Modeling
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Abstract— Noise estimation is crucial in many image processing
tasks, such as denoising. Most of the existing noise estimation
methods are specially developed for grayscale images. For color
images, these methods simply handle each color channel inde-
pendently, without considering the correlation across channels.
Moreover, these methods often assume a globally fixed noise
model throughout the entire image, neglecting the adaptation
to the local structures. In this paper, we propose a content-
adaptive multivariate Gaussian approach to model the noise in
color images, in which we explicitly consider both the content-
dependence and the inter-dependence among color channels.
We design an effective method for estimating the noise covariance
matrices within the proposed model. Specifically, a patch selection
scheme is first introduced to select the weakly textured patches
via thresholding the texture strength indicators. Noticing that
the patch selection actually depends on the unknown noise
covariance, we present an iterative noise covariance estimation
algorithm, where the patch selection and the covariance esti-
mation are conducted alternately. For the remaining textured
regions, we estimate a distinct covariance matrix associated with
each pixel using a linear shrinkage estimator, which adaptively
fuses the estimate coming from the weakly textured region
and the sample covariance estimated from the local region.
The experimental results show that our method can effectively
estimate the noise covariance. The usefulness of our method is
demonstrated with several image processing applications, such
as color image denoising and noise-robust superpixel.

Index Terms— Noise estimation, weakly textured patch, color
image noise modeling.
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I. INTRODUCTION

NOISE is one of the most fundamental issues in
image processing. It is unavoidably introduced during

image acquisition, transmission and storage [1]. To develop
noise-resistant algorithms, many works assume certain prior
knowledge of the noise, e.g., the noise model and its parame-
ters [2], [3]. Unfortunately, in practice, such information is not
always known beforehand, which has triggered the research on
noise estimation. As a crucial preprocessing, noise estimation
has been widely used in many vision tasks such as image
denoising [4], [5], motion deblurring [6], super-resolution [7],
object recognition [8] and image forensics [9], [10].

Currently, most of the existing noise estimation methods
are specifically proposed for grayscale images [11]–[15],
in which the independent and identically distributed (i.i.d.)
additive white Gaussian noise (AWGN) model is assumed
because of its simplicity. As for the color images, it is a
convention to extend these methods by treating each color
channel separately. The key underlying assumption behind this
natural extension is that the noise is independent across the
color channels. This is valid for some particular scenarios
such as the RAW image, which consists of the unprocessed
light measurements generated by the imaging sensor. In the
RAW image case, the main noises (i.e., shot noise, fixed
pattern noise, thermal noise, readout and quantization noise)
all occur in a pixel-by-pixel fashion. Therefore, the present
noise can be regarded as channel-independent [16]. But this
assumption becomes improper for the real color images [17].
This is because, for a modern consumer digital camera,
the RAW image often undergoes a very complex in-camera
processing pipeline, which typically includes demosaicking,
white balance, color space transformation, gamma correction
and image compression [18]. This complicated processing pro-
cedure involves highly non-linear filtering operations, which
could heavily mix the noise in each color channel together.
Notably, at least three operations shall be responsible for
such noise correlation among channels. First, the color space
transformation, which transforms from one RGB space to
another color space via 3D linear or nonlinear mapping [19].
Second, sophisticated color filter array (CFA) demosaickings,
e.g., [20], [21], interpolate the CFA image to a full-color
image by jointly considering the color values in all channels.
Third, lossy image compressions such as JPEG, which mix-
up the color channels during the pixel-to-frequency domain
transformation [22], [23]. As already pointed out in [24],
to perform high-quality filtering for real color images, it is
necessary to take account of the correlation across color
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channels. In addition, most of the existing works also assume
a globally fixed noise model throughout the entire image.
However, a single, globally fixed noise model is clearly
inadequate. This is because the in-camera image processing
pipeline is actually content-dependent [18]. Those operations
manipulate or filter the image signals based on the local
contents, making the incurred noise of the color image actu-
ally content-dependent. For instance, the conventional lossy
JPEG compression, which tends to exclude more image details
when handling the textured image blocks, make the introduced
compression noise locally content-dependent.

In this work, we propose a content-adaptive multivariate
Gaussian noise model to characterize the noise in color
images. By examining the noise in real-world color images,
we observe that the noise strengths in the weakly textured
regions are almost the same, while the noise strengths in the
textured regions vary greatly. To this end, we design a practical
method for estimating the noise covariance matrices for the
weakly textured region and the textured region separately.
Specifically, a patch selection scheme is first introduced for
selecting the weakly textured patches from a noisy image
through thresholding the texture strength indicators. Noticing
that the calculation of the threshold in turn depends on the
unknown covariance, we present an iterative noise estimation
algorithm, in which the patch selection and the covariance
estimation can be conducted alternately. For the remaining tex-
tured regions, we estimate a distinct covariance matrix for each
local region. By utilizing the image self-similarity, the noise
covariance matrix can be estimated via a linear shrinkage esti-
mator, which adaptively fuses the estimate obtained from the
weakly textured region and the sample covariance estimated
from the local region. Experimental results show that our
method can accurately estimate the noise covariance matrices.
The practical usefulness is illustrated with real applications,
i.e., color image denoising and noise-robust superpixel.

Difference From the Conference Version: Portions of this
work have been previously presented in [25] as a con-
ference version. Compared with [25], we have added new
technical contents and substantially refined the paper. The
primary improvements can be summarized as follows. Firstly,
a content-adaptive multivariate Gaussian noise model is
employed, generalizing the globally fixed model assumed
in [25]. Such adaptivity leads to the higher accuracy when
estimating the noise covariance matrix, which in turn improves
the performance of many image processing algorithms, e.g.,
color image denoising. Secondly, we treat the textured regions
differently by developing a linear shrinkage approach for
estimating the associated covariance matrices, and demon-
strate its effectiveness on real-world color images. Thirdly,
we illustrate the practical usefulness of our method through a
new application: noise-robust superpixel image segmentation.
Finally, performance analyses including the parameter setting
and the complexity analysis are also provided.

The rest of this paper is organized as follows. Section II
briefly reviews the related works. In Section III, we propose
and validate the noise model for color images. Our proposed
noise covariance estimation is then described in Section IV.
The experimental results on the real-world noisy color images
are presented in Section V, and finally Section VI concludes.

II. RELATED WORKS ON THE NOISE

MODELING FOR COLOR IMAGES

One of the most widely-used noise models in the color
image processing is the channel-independent AWGN. Many
noise estimation methods were specifically developed under
this noise model. For instance, Chen et al. [26] assumed
an AWGN model for each color channel, and all the color
channels share the same noise level. Based on the statistical
relationship between the noise level and the covariance matrix
of the collected image patches, they derived a nonparametric
noise level estimation algorithm. In another seminal work [12],
Liu et al. also considered the AWGN noise model, but allowed
the color channels to have different noise levels. An iterative
image patch selection scheme was devised to select homo-
geneous regions from a noisy image. The noise estimation
was then conducted on these selected regions using principal
component analysis (PCA).

Besides the conventional AWGN noise models, there exist
many other more sophisticated ones, aiming at characterizing
the noise in different scenarios. Foi et al. [27] proposed a
Poissonian-Gaussian noise model for a single RAW image,
where the stochastic process of the photon counting is mod-
eled with a Poissonian part, while the remaining stationary
noise is described by a Gaussian part. They also provided
an algorithm for estimating the model parameters from a
single given noisy image. Hwang et al. [28] presented a
difference-based noise model, in which the Skellam distri-
bution was employed to represent the distribution of the
intensity difference. They suggested that there exists a linear
relationship between the image intensity and the Skellam
parameters. In [29], Liu et al. introduced the noise level
function (NLF) to describe the relationship between the
noise level with the image brightness. By using the camera
response function [30] as a prior for the NLF, they derived a
Bayesian MAP estimator for inferring the NLF from a single
image.

Although the above noise models are effective, all of
them treated each color channel independently. In other
words, the correlation among the color channels were totally
neglected. As mentioned previously, a RAW image generated
from an image sensor needs to go through a complex in-
camera processing pipeline, introducing the correlation among
color channels in the finally produced image. This motivates
the researchers to model and characterize the cross-channel
image noise. The most relevant work along this line is
Nam et al. [31], where a holistic approach for modeling
the cross-channel image noise was proposed. It was shown
that the model parameters can be determined by employing
a multi-layer perceptron (MLP) neural network. Essentially,
[31] is a data-driven approach. To handle the images coming
from a variety of cameras, Nam et al. suggested to use
multiple networks, each of which was trained on the data
from a specific camera brand with a particular capture setting.
However, when handling the color images from a never-
seen camera, the performance of the noise estimation was
certainly degraded. This weak generalization capability limits
the practical usage of [31]. Furthermore, in our preliminary
work [25], we employed a globally fixed multivariate Gaussian
noise model for modeling the noise in color images. The noise
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Fig. 1. Validation of the multivariate Gaussian noise model on the real
color images. (a) Test image, where the selected pixel is pointed by the red
arrow; (b)-(d) the intensity distributions of the selected pixel in red, green,
blue channels, respectively; and (e)-(g) the scatter-plot for the intensity pair
between different color channels. The ellipse contours represent 95%, 75%
and 55% confidence of a bivariate Gaussian, respectively.

covariance matrix was estimated from the selected weakly
textured patches.

III. NOISE MODEL FOR COLOR IMAGES

In this work, we propose to use the multivariate Gaussian
noise model to describe the noise in color images. Unlike
the conventional methods such as Chen et al. [26] and
Liu et al. [12], we do not restrict the noise covariance matrix
to be diagonal. By this relaxation, the correlation across the
channels can be captured by the off-diagonal entries of the
covariance matrix. Moreover, instead of estimating a globally
fixed covariance matrix, we propose a content-adaptive noise
estimation strategy, which could adapt the covariance estimate
to the local image structures. Next, we first experimentally
verify that the proposed multivariate Gaussian model could
effectively describe the incurred noise in the real color images.

We fix the camera position and capture settings, and
shoot 300 images under constant lighting for a static scene
(see Fig. 1 (a)). Upon recording these images, we randomly
select one pixel position in the image and temporally collect
all the intensity values for each color channel. The histogram
of the intensity for each channel is shown in Figs. 1 (b)-(d).
As can be seen, the histogram can be well fitted with a
univariate Gaussian model. Furthermore, the scatter-plots for
the intensity pairs, i.e., (Red, Green), (Red, Blue) and (Green,
Blue), are given in Figs. 1 (e)-(g). One may notice that the
distribution of the intensity pairs is Gaussian-like. To highlight
this observation, we compute the covariance matrix on the
basis of these collected intensity pairs, and plot multiple
confidence ellipses for a bivariate Gaussian distribution with
the calculated covariance. As clearly shown, these ellipse
contours, which represent a bivariate Gaussian distribution,
could effectively characterize the distribution of data samples.

Fig. 2. (a) The heat-map for illustrating the pixel-wise generalized variance
of the test image sequence. The region with highly-active image structures
exhibits stronger noise strength. (b) The corresponding histogram of the noise
strengths. Noise strengths are typically small and concreted around zero, while
the noise strengths for textured regions are large.

To conclude, if assuming a signal-independent additive noise
model, the Gaussianity of distributions for the intensity and the
intensity pairs would indicate that the noise in color images
can be empirically modeled as a 3D multivariate Gaussian.

However, assuming a globally fixed noise model is not
adequate. This is because the in-camera image processing
contains many operations that manipulate or filter the image
signals based on the local contents [18]. The incurred noise
of the color image is actually content-dependent. To further
understand this situation, let us examine the noise strength
for each pixel location. As the above experiments indicate,
the multivariate Gaussian noise model can effectively describe
the noise at a pixel. We thus need a scalar statistic to reflect the
noise strength for a multivariate Gaussian model. Analogous
to the variance for a univariate Gaussian model, we here use
the generalized variance to characterize the noise strength
of the multivariate Gaussian model [32], [33]. Formally,
the generalized variance is defined as the determinant of
the covariance matrix, squeezing a covariance matrix into a
scalar. The generalized variances for the test image are shown
in Fig. 2. As one can see, different regions generally exhibit
different noise strengths. The noise strength of the region with
strong image structures is large, while the weakly textured
regions are typically associated with low and similar noise
strengths. This phenomenon motivates us to develop a content-
adaptive multivariate Gaussian noise model for color images.
Specifically, based on the above observations, we make the
following two key assumptions:

• The noise at each pixel location can be modeled with a
multivariate Gaussian distribution;

• The weakly textured patches share the same noise model
parameters (i.e., the covariance matrices); while each
textured patch possesses a unique noise model parameter.

Mathematically, we describe the kth noisy pixel with an
additive noise model

ok = uk + mk, (1)

where ok,uk ∈ R
3 denote the observed noisy and the under-

lying clean pixel in the 3D color space, respectively. mk ∈ R
3

is a zero-mean, multivariate Gaussian noise

mk ∼ N (0,�k), (2)

where �k ∈ R
3×3 is the unknown covariance matrix to

be estimated. In this setting, our goal is then to adaptively
estimate the noise covariance matrices �k’s from the single
given noisy color image.
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Fig. 3. Block diagram of our proposed method for estimating the covariance matrix in weakly textured regions.

IV. PROPOSED NOISE COVARIANCE ESTIMATION METHOD

In general, our proposed method consists of two phases.
Firstly, the single covariance matrix shared by the weakly tex-
tured regions is estimated via an iterative estimation procedure.
This step could also determine the weakly textured regions and
the complementary textured regions. Then, by exploiting the
non-local image self-similarity property, we develop a content-
adaptive estimation procedure for estimating the covariance
matrix associated with each pixel that belongs to the textured
region. In the next, we discuss these two phases separately.

A. Noise Estimation for the Weakly Textured Regions

An overview of estimating the noise covariance for the
weakly textured regions is illustrated in Fig. 3. It is generally
an iterative algorithm, where each iteration comprises two
steps: 1) weakly textured color patch selection; and 2) noise
covariance matrix estimation from the selected patches.

1) Weakly Textured Color Patch Selection: For many state-
of-the-art noise estimation methods such as [11], [12], [26],
selecting the weakly textured image patches is a vital step.
This is because the behavior of noise can be easily analyzed
without the negative interference of the intrinsic image signals.

To determine the weakly textured patches, one shall evaluate
the texture strength of an image patch. In [34], Zhu et al.
showed that the texture strength in a grayscale image patch
can be measured by its gradient covariance matrix. More
concretely, for a 2D s × s image patch, denote its vectorized
version as p ∈ R

s2
. Then, its associated gradient matrix G

can be computed as G = [Dhp,Dvp], where Dh and Dv are
the s2 × s2 horizontal and vertical gradient filter matrices,
respectively. The gradient covariance matrix M for the image
patch p can thus be expressed as

M = GT G =
[

pT (DT
h Dh)p pT (DT

h Dv )p
pT (DT

v Dh)p pT (DT
v Dv )p

]
. (3)

The texture strength of p can be measured by summing all the
eigenvalues (i.e., the trace) of the covariance matrix M [12]

ϕ(p) = tr(M) = pT (DT
h Dh + DT

v Dv )p = pT Fp, (4)

where tr(·) is the trace operator, and

F � DT
h Dh + DT

v Dv . (5)

In the following, we naturally extend the texture strength
indicator (4) to the case of 3D color image patch. Specifically,
for a s × s × 3 color image patch, we first vectorize the
2D patch in each channel, and stack them into a tall and
thin vector x = [xr ; xg; xb] ∈ R

3s2×1 (see Fig. 4), where
the subscripts r, g and b are used to indicate the red, green
and blue channels, respectively. Then, we define the texture

Fig. 4. Vectorize a 3D color patch into a column vector.

strength of x by summing up the texture strengths of all three
channels:

ψ(x) =
∑

i∈{r,g,b}
ϕ(xi) = xT (I3 ⊗ F) x, (6)

where ⊗ denotes the Kronecker product, and Id is the d × d
identity matrix. Clearly, a small value of ψ signifies a weakly
textured patch. One can determine whether a given image
patch is weakly textured or not, by using its associated
texture strength. However, for a noisy patch, both the intrinsic
image structures and the noise would contribute to the texture
strength. To investigate the impact of the noise on the calcula-
tion of the texture strength, we shall examine the noisy patch
whose clean version is a plain color patch. The plain color
patch means that the patch in each channel is flat, i.e., all
pixels have the same intensity level.

Formally, consider a noisy vectorized color patch under the
noise model (1)

yc = xc + n, (7)

where yc is the noise-corrupted patch, and xc is the underlying
noise-free plain patch. Here, n is the noise term that obeys

n ∼ N
(
0,� ⊗ Is2

)
. (8)

Noticing that the texture strength of a plain color patch is zero,
i.e., ψ(xc) = 0, we can easily have

ψ(yc) = ψ(n) = nT (I3 ⊗ F)n. (9)

Note that ψ(n) is essentially a continuous random variable.
If ψ(n) can be described with an explicit probability density
function (p.d.f.) (e.g., Gaussian distribution), one may analyt-
ically compute a threshold to distinguish the weakly textured
regions from the textured regions. To this end, we in the next
analyze the statistical properties of ψ(n), both empirically and
theoretically.

First, as an example, we artificially generate 20000 noise
patches1 of size 8 × 8 × 3, where each noise patch is a
realization of the noise model (8) with the covariance matrix

� =
⎡
⎣60 15 10

15 65 12
10 12 61

⎤
⎦ . (10)

1We here use the term noise patch instead of noisy patch to emphasize that
the patch only contains pure noise.
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Fig. 5. Fitting the simulated data with different hypothesis distributions.
(a) Histogram for the texture strength of noise patch; (b) histogram fitting
with a Gaussian distribution; (c) histogram fitting with a Gamma distribution;
(d) histogram fitting with our theoretically derived Gamma model (11).

We then compute the texture strengths of these noise
patches using (9). The histogram of these texture strengths
is plotted in Fig. 5 (a). As can be seen, the shape of the
histogram resembles Gaussian. The histogram fitting result
is shown in Fig. 5 (b). It seems that the Gaussian could
be a natural choice to model the distribution. However, with
more careful examination, one can notice that the fitted
distribution is slightly right-skewed. This implies that some
other distributions could be more proper for modeling the
statistical behavior of ψ(n). After several trials and errors,
we empirically find that the Gamma distribution could provide
more accurate fitting (see Fig. 5 (c)). To quantify the goodness
of the fitting, we calculate the Jensen-Shannon divergence
(JS-div) between the fitted distribution and the normalized
histogram. The JS-div values for the Gaussian and Gamma
distributions are respectively 9.59 × 10−3 and 1.53 × 10−3,
suggesting that the Gamma distribution is more accurate.
In addition, to provide more insights into the choice of the
Gamma distribution, we present the theoretical justifications
in the following theorem.

Theorem 1: Let n ∈ R
3s2×1 be the vectorized noise patch

that follows N
(
0,� ⊗ Is2

)
. Then the texture strength of the

noise patch, i.e., ψ(n) = nT (I3 ⊗ F)n, can be analytically
modeled with the Gamma distribution

ψ(n) ∼ Gamma
(

rc

2
,

2

rc
tr
(
(� ⊗ Is2)(I3 ⊗ F)

))
, (11)

where r is the rank of (� ⊗ Is2)(I3 ⊗ F), and c is a constant
expressed as

c = 2r λ̄2

∑
i

(
3λ2

i + λi
∑

j �=i λ j

)
− r2λ̄2

. (12)

Here λi is the i th eigenvalue of (� ⊗ Is2)(I3 ⊗ F), satisfying
that λ1 ≥ λ2 ≥ · · · ≥ λr ; and λ̄ is the mean of all eigenvalues,
i.e., λ̄ = 1

r

∑
i λi .

Proof: The detailed proof is given in the Appendix.

Fig. 6. Example of the weakly textured patch selection on a noisy image.
(a) Synthetic noisy image; (b) selected weakly textured patches (labeled in
green square); and (c) histogram for the logarithm of the texture strength for
all patches. The red line denotes the logarithm of the calculated threshold.

Again, we can calculate the JS-div value using the the-
oretically derived Gamma distribution (11), which yields
1.54×10−3. This is almost the same as the JS-div 1.53×10−3

that is given by the empirical Gamma distribution fitting.
To determine whether a given noisy patch is weakly tex-

tured or not, one can perform the following hypothesis testing⎧⎪⎪⎪⎨
⎪⎪⎪⎩

H0 : The given color image patch is a plain patch

corrupted with the multivariate Gaussian noise;
H1 : The given color image patch is not a plain patch

corrupted with the multivariate Gaussian noise.

The patch is regarded as a weakly textured patch when the
null hypothesis H0 is failed to reject. That is, given a color
image patch y and a significance level δ, we aim at finding
a threshold τ such that Pr(ψ(y) > τ | H0) = δ, which is
equivalent to

Pr(0 < ψ(y) < τ | H0) = 1 − δ. (13)

Equipped with the p.d.f. of ψ(n) given in (11), the threshold τ
can then be solved as

τ = G−1
(

1 − δ,
rc

2
,

2

rc
tr
(
(� ⊗ Is2)(I3 ⊗ F)

))
, (14)

where G−1(x, α, β) is the Gamma inverse cumulative dis-
tribution function with the shape parameter α and the scale
parameter β. In our experiments, the significance level δ is
set to be 0.05 by default.

By using the threshold τ , it is easy to select the weakly
textured patches via thresholding. To illustrate this, we give
a concrete example in Fig. 6, where the noise is synthesized
using the noise model (8) with the covariance matrix given
in (10). The noisy image is shown in Fig. 6 (a). The texture
strength of a patch is computed in a sliding-window fashion.
In this case, the threshold can be directly computed from (14)
because the noise covariance matrix � is known. The patch
selection procedure by thresholding the texture strength is
shown in Fig. 6 (c). For visualization purposes, the horizontal
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axis, i.e., the texture strength, is spaced logarithmically.2 The
patch selection result is given in Fig. 6 (b). One can see that
most of the weakly textured regions (e.g., the sky) are effec-
tively selected, and the textured regions (e.g., the trees) and the
patches with prominent image structures (e.g., the architectural
outline of the building) are all excluded.

Unluckily, in practice, the noise covariance � is unknown.
In fact, estimating � is our ultimate purpose. As shown in (14),
there exists interdependence between the threshold τ and
the noise covariance �, which poses a chicken-egg problem.
To tackle this issue, we propose an iterative noise covariance
estimation framework in the next subsection.

2) Iterative Noise Covariance Estimation: In this subsec-
tion, we will first assume that the threshold τ is known, and
develop the noise covariance estimation scheme via maximum
likelihood (ML). The iterative algorithmic framework is then
introduced by relaxing τ to be +∞.

As mentioned above, it is easy to select the weakly textured
patches via thresholding, as long as the threshold τ is known.
Let us collect the selected weakly textured patches into a set

Q = {y | ψ(y) < τ }. (15)

Then the goal becomes to estimate the noise covariance matrix
from the dataset Q. However, in our experiments, we find
that a few textured patches are also inevitably selected. This
phenomenon is severe for highly textured images, where the
number of smooth patches is quite limited. To mitigate this
issue, we propose to first perform discrete cosine transform
(DCT) high-pass filtering on Q before the estimation. This
could eliminate prominent image structures that reside in
low-frequency bands, while still retaining the high-frequency
components that are dominated by the noise.

Specifically, let B = [b1,b2, . . . ,bs2] ∈ R
s2×s2

be the
complete orthonormal DCT base. We construct the reduced
DCT base B̂ by equating the first K low-frequency bandpass
filters to zeros, i.e.,

B̂ = [0, 0, . . . , 0︸ ︷︷ ︸
K

,bK+1, . . . ,bs2], (16)

where K is an empirically set algorithmic parameter in our
experiments. Then, for each vectorized color patch y ∈ Q, its
corresponding reconstructed patch on B̂ can be expressed as

ŷ = (I3 ⊗ B̂)(I3 ⊗ B̂)T y. (17)

Upon collecting all the ŷ into a new dataset Q̂, our goal is
converted into estimating the noise covariance from Q̂. Note
that, after excluding the prominent intrinsic image signals,
ŷ is dominated by the noise. It thus can be treated as noise
with distribution N (0,�⊗Is2). Therefore, we can employ the
ML framework to estimate the covariance matrix, i.e.,

�̂ = arg max
�

∏
ŷ∈Q̂

N (ŷ | 0,� ⊗ Is2). (18)

Solving the above optimization (18), we have

�̂ ⊗ Is2 = 1

|Q̂|
∑
ŷ∈Q̂

ŷŷT = C. (19)

2The logarithmic spacing is used because the texture strength changes faster
at the low strength range compared with the high texture strength range.

Algorithm 1 Iterative Weakly Textured Patch Sselection and
Noise Covariance Matrix Estimation

Define C � 1
|Q̂|
∑

ŷ∈Q̂ ŷŷT , and then each element of �̂ can
be efficiently computed as follows

�̂(i, j) = mean
(
diag

(
C(i, j )

))
, for i, j = 1, 2, 3. (20)

where mean (·) computes the mean of the input vector;
diag(·) returns a vector with the diagonal entries of the
input matrix; and C(i, j ) ∈ R

s2×s2
is the (i, j)th uniformly-

partitioned square block matrix of C ∈ R
3s2×3s2

. Recall
that the mutual-dependence between the threshold τ and the
noise covariance � poses a chicken-egg problem. To solve
this challenge, we introduce an iterative noise covariance
estimation framework, in which the threshold τ and the noise
covariance � can be iteratively updated alternately. To boot up
the algorithm, the threshold τ is set as +∞. The procedure
is repeated until the noise covariance is stable or the max-
imum iteration number is reached. The complete procedure
is outlined in Algorithm 1. Although the convergence of this
procedure is not guaranteed theoretically, it is experimentally
observed that the estimated noise covariance often converges
after around five iterations.

B. Noise Estimation for the Textured Regions

Rather than estimating a single covariance matrix for the
weakly textured regions, we explicitly account for the noise
strength adaptiveness and estimate multiple covariance matri-
ces for the textured regions. The reason for adopting this
estimation strategy is that the noise content-dependence is
observed in real color images (refer to Section III).

The basic idea of the proposed estimation approach is as
follows. By utilizing the image self-similarity property [2], [3],
a number of similar patches can be collected into a patch group
from a large searching window. Then, the estimation can be
performed on this patch group. The key assumption made here
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Algorithm 2 Content-Adaptive Noise Covariance Estimation
for the Textured Regions

is that the noise strength of each patch in the patch group is the
same. This assumption is reasonable because these collected
patches share similar image contents and the incurred noise is
actually content-dependent.

Suppose A is a set that contains all the possible vectorized
patches of the given image. By excluding the weakly textured
patch set Q, we can obtain the set only containing the textured
patches: T = A\Q. Then, for each image patch y ∈ T ,
we search M = 10 patches that most resemble it (including y
itself) in terms of the Euclidean distance, in a large searching
window. These matched patches form a dataset M = {yi }M

i=1.
Now, we can perform the noise estimation from this dataset.

Similar to the estimation procedure for the weakly textured
regions, we here also perform DCT high-pass filtering on the
dataset M as a preprocessing step. This converts the dataset
M to M̂ = {ŷi}M

i=1, where ŷi is the filtered patch that can be
computed by (17). However, we cannot directly adopt the ML
estimation approach used for weakly textured regions. This
is because the number of collected samples (i.e., 10) from a
local region is small, especially comparing with the dimension
of the vectorized patch (e.g., when the patch size s = 8,
the dimension of the vectorized patch is 3s2 = 192). The
ML covariance estimate cannot be fully trusted. To alleviate
this problem, we propose to incorporate a prior on the covari-
ance matrix during the estimation for the textured regions. The
detailed procedure is presented in Algorithm 2. Specifically,
the form of our estimator is imposed as

�̂t = ρ�+ (1 − ρ)S, (21)

where the subscript t in �̂t is used to emphasize that this
covariance estimate is for the textured region; � is the prior
covariance matrix, which reflects the prior belief on the
covariance to be estimated. S is the sample covariance matrix
of M̂, i.e.,

S = 1

|M̂|
∑

ŷ∈M̂
ŷŷT . (22)

The coefficient ρ is used to balance the importance between
the prior matrix � and the sample covariance S. In this
work, we set � = �̂ ⊗ Is2 , meaning that the imposed prior
is related to the covariance estimate from weakly textured
regions. The reason for choosing this prior is based on the
following observation: both textured regions and weakly
textured regions share common content-independent noise
generation process such as thermal and circuits noise.

As can be seen, (21) is actually a convex linear combination
of the prior matrix � and sample covariance S. This form
of estimator (21) is referred as linear shrinkage in some
literatures, e.g., [35]–[37]; and it can be interpreted from the
perspective of Bayesian. The estimate �̂t can be regarded as
a trade-off between two components: prior information and
data fitting fidelity. Prior information states that the underlying
true covariance matrix should not deviate too far from the
given prior �; while the data fitting fidelity states that the true
covariance should also reside nearby the sample covariance S.
Putting the prior and data fidelity together, a reasonable esti-
mate for the true covariance is lying in somewhere between �
and S. Such trade-off is controlled by the parameter ρ, which
balances the relative importance of the prior and the data fitting
fidelity. In fact, the setting of ρ depends on which one is
more accurate. When the sample size is limited, the S merely
inferred from the data is biased. One shall put more trust
on the prior information, and shrink the estimate towards the
prior �. More specifically, the coefficient ρ can be determined
via solving the following optimization problem

min
ρ

E[‖�̂t −�‖2]
s.t.: �̂t = ρ�+ (1 − ρ)S. (23)

As shown in [37], the coefficient ρ = a
b , with

a = ‖S −�‖2 ; (24)

b = min(b̄, a), where b̄ = 1

M

M∑
i=1

∥∥∥ŷi ŷT
i − S

∥∥∥2
. (25)

The estimator (21) can be religiously proved to be a consistent
estimator for �. For more details on the proof, please refer to
the Section 3.3 and Section 3.4 in [37].

V. EXPERIMENTAL RESULTS

A. Experiment Setup

To validate the effectiveness of our proposed estimation
method, we need the ground-truth noise covariance matrices as
reference. We prepare such ground-truths from the real-world
images, which are captured by following the procedure given
below. Under the constant lighting environment, the static
scene is shot multiple times with the same camera brand and
fixed capture settings. Because the camera position and the
scene are all static, no fluctuation or motion is introduced
during the imaging process. This makes the recorded images
well-aligned spatially. Moreover, since the camera settings and
lighting are fixed, the incurred variation across the image
sequence can be attributed to the camera itself. With the
obtained image sequence, we can compute the ground-truth
noise covariance matrix and its associated the ground-truth
‘clean’ image. The covariance matrix calculated throughout
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TABLE I

THE CAMERA SETTINGS FOR THE TEST IMAGE SEQUENCES

each pixel location can be regarded as the ground-truth noise
covariance matrix. The temporal mean of the image sequence,
i.e., the mean image, can be regarded as the ground-truth
‘clean’ image. Using this mean image, the quantitative mea-
sures for evaluating the image quality such as PSNR and SSIM
can be calculated. Note that this strategy for computing the
ground-truth clean image and the noise statistics has already
been practiced in many existing works, e.g., [31], [38], [39].

In this work, we capture image sequences with two mobile
phone cameras: OnePlus 3T (one sequence) and iPhone 6 Plus
(one sequence). Each image sequence contains 300 images. In
addition, to make our test image set diverse, we also collect
eight image sequences from the existing datasets, which are all
captured with digital single-lens reflex (DSLR) cameras. The
first four sequences are from [31], which were captured by
Nikon D800 (two sequences), Nikon D600 (one sequence) and
Canon 5D Mark III (one sequence), respectively; each image
sequence contains 500 images. The other four sequences are
sampled from [38], i.e., Canon EOS 80D (two sequences),
Canon 5D Mark II (one sequence) and Sony A7 II (one
sequence); each image sequence contains 100 images. The
above ten image sequences compose our entire test image
set. The detailed camera settings for each image sequence
are listed in Table I. For better visual illustration in the
following experiments, we randomly crop a part of image of
size 512 × 512 from the original image. Some sample images
of the test image sequences are shown in Fig. 7.

The algorithmic parameters of our proposed method are
empirically set as follows: the patch size s = 8, the number of
excluded DCT bands K = 4, the maximum iteration number
is 5, and the searching window size is 20×20. To compare the
estimated noise covariance �̂ with the ground-truth �, we use
the metric introduced by [40], which can be expressed as

ξ(�̂,�) =
[∑

i

ln2 λi (�̂,�)

] 1
2

, (26)

where λi (�̂,�) is the i th generalized eigenvalue that can be
obtained by solving (�̂ − λ�)x = 0. Clearly, a smaller ξ
indicates better estimation performance. In the next, we first
evaluate the estimation accuracy of our method. Then the
practical usage is demonstrated with two image processing
tasks: color image denoising and noise-robust superpixel.

B. Estimation Accuracy

Our method is compared with three state-of-the-art noise
estimation works: Chen et al. [26], Liu et al. [12], and
Nam et al. [31]. Note that in [31], the authors suggested to
train a series of MLP, each of which handles the images gen-
erated by a specific camera brand and setting (e.g., the ISO).
We refer this version of [31] as MLP(specific). However,
the side information of the camera brand and the capture
setting is not always available in practice. To make a thorough
comparison, we train a single unified network to handle all
the images in a generic way, following the same experimental
setup recommended in [31]. The training/validation data is
also the same as the one provided by [31]. During the training
stage, the input training data is composed of images captured
with various camera brands and capture settings, rather than
a collection of images with a single same camera brand and
capture setting. To avoid the confusion, this unified-network
approach is denoted by MLP(generic). In addition, the scheme
proposed in our previous work [25], which estimates a globally
fixed noise covariance matrix, is also included as a baseline
and named as Ours(fixed) hereafter. Further, our proposed
method with content-adaptive noise assumption is referred to
as Ours(adaptive).

The comparison results of the estimation error ξ are
tabulated in Table II. It can be seen that our method
Ours(adaptive) outperforms the other three competing works
on all test images. Specifically, by comparing Ours(fixed) with
Ours(adaptive), one can see that the estimation error produced
by Ours(adaptive) is much lower than that of Ours(fixed).
This verifies that noise in the real-world color image is more
appropriate to be characterized by a content-adaptive noise
model, instead of a globally fixed one.

Further compared with the work [26] and [12], both
Ours(fixed) and Ours(adaptive) could estimate the covariance
matrix in a more accurate way. This can be explained by the
fact that both [26] and [12] totally neglected the correlation
across color channels, and merely estimated the diagonal
entries of the covariance matrix. In contrast, both Ours(fixed)
and Ours(adaptive) explicitly account for the correlations
among different color channels, and do not confine the off-
diagonal entries in the covariance matrix to be zeros during
the estimation.

Compared with MLP(generic), Ours(fixed) achieves com-
parable estimation accuracy, as evidenced by that only 5 out
10 resultant estimation errors are lower (i.e., #1, #2, #5,
#9 and #10). In contrast, one can observe that Ours(adaptive)
outperforms MLP(generic) with a large margin for all test
images. MLP(generic) is a data-driven approach that is trained
on the collected images generated by many camera brands with
multiple capture settings. In this light, it attempts to achieve
a trade-off among all the seen camera brands and capture
settings. As clearly shown in Table II, this trade-off strategy
leads to certain degradation on the estimation accuracy when
comparing with MLP(specific).

Moreover, compared with MLP(specific), Ours(adaptive)
achieves moderately superior estimation performance. This
implies that our method Ours(adaptive) could adapt to
the images output by different cameras and capture
settings.
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Fig. 7. The sample image from each image sequence. Top row: sample test images. Bottom row: the noise strength distribution corresponding to the image
in the top row.

TABLE II

COMPARISON OF THE ESTIMATION ERROR ON OUR IMAGE SET. THE DATA IN EACH CELL IS REPRESENTED IN THE FORMAT MEAN±STD

Fig. 8. The heat-map illustration for the estimation errors. From top to
bottom: original noisy image, heat-map produced by MLP(specific) [31], and
heat-map produced by Ours(adaptive). From left to right: results for test image
#1 (Canon 5D Mark III, ISO=3200), #2 (Nikon D800, ISO=3200) and #3
(Nikon D800, ISO=6400), respectively.

Finally, in Fig. 8, we illustrate the distribution of estima-
tion errors using heat-map with three exemplar images. For
better visual comparison, we only show the results yielded
by the best competitor MLP(specific). As can be seen, our
method generally leads to lower estimation errors (smaller
estimation error is labeled with cold color). With more careful
examination, one could notice that Ours(adaptive) produces
relatively lower estimation errors at the weakly textured
regions (e.g., the roof and wall of the house), while yielding
comparable estimation errors at the regions with prominent
edges (e.g., the profile contour of the boys). This phenomenon
could be interpreted as follows. By examining the source

code released by [31], we notice that, during the training
stage, MLP(specific) deliberately excluded the weakly textured
patches and only kept the textured ones. In other words,
the covariance matrix is estimated mainly from the structural
information of the input patches, through a MLP. Clearly, such
learned model would become less effective when handling the
weakly texture regions that lack enough structural information.
Hence, the estimation accuracy of MLP(specific) becomes
inferior especially in the weakly texture regions. In contrast,
our method explicitly identifies the weakly textured regions,
through a patch selection mechanism, from which we can
accurately estimate the noise covariance.

C. Application to Color Image Denoising

One direct application of our noise estimation method
is color image denoising. In this subsection, we show that
the incorporation of our estimated covariance matrices could
improve the denoising performance significantly. Although
there exist many color image denoisers, we here adopt one of
the state-of-the-art methods named Multi-Channel Weighted
Nuclear Norm (MC-WNNM) [24]. Essentially, MC-WNNM
performs the denoising by solving the optimization problem

arg min
X

‖W(Y − X)‖2
F + ‖X‖w,∗ , (27)

where Y is the noisy patch matrix, in which each column
is a vectorized color image patch; X is the corresponding
unknown clean patch matrix; W is the weighting matrix to
balance the reconstruction error among the color channels.
‖X‖w,∗ = ∑

i wiσi (X) is the weighted nuclear norm of X,
where σi (X) is the i th singular value of X. The weighting
vector w is set in the same way as [24].
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TABLE III

COMPARISON OF THE DENOISING PERFORMANCE (IN TERMS OF PSNR AND SSIM) USING MC-WNNM DENOISER [24]

The optimization problem (27) is solvable only when the
weighting matrix W is known as a prior. In [24], W is set as
follows

W =
⎡
⎣σ̂

−1
r Is2 0 0

0 σ̂−1
g Is2 0

0 0 σ̂−1
b Is2

⎤
⎦ = �̂− 1

2 ⊗ Is2 , (28)

where σ̂r , σ̂g and σ̂b are the estimated noise levels for red,
green and blue channels, respectively. In [24], these parameters
are estimated using the method [26] or [12]. That is, the covari-
ance matrix �̂ takes a diagonal matrix structure

�̂ = diagm([σ̂ 2
r , σ̂

2
g , σ̂

2
b ]). (29)

Here, diagm(·) returns a diagonal matrix with the entries
of the input vector at main diagonal. Obviously, this setting
takes no account of the correlation across the color channels.
To remedy this issue, we can adaptively replace the globally
fixed diagonal covariance matrix �̂ with our estimated one �̂k
for denoising the kth color image patch.

For comparison purpose, the well-known denoiser
C-BM3D [41] is also included as a baseline. Its required
single noise level is estimated by [26]. The detailed denoising
results on the 10 test images shown in Fig. 7 are provided
in Table III. As can be seen, our method could boost the
denoising performance of MC-WNNM remarkably. For
instance, the method C-BM3D with [26], MC-WNNM
with [26] and MC-WNNM with [12] give the average PSNR
of the denoised images as 35.56 dB, 36.08 dB and 35.97 dB,
respectively, while MC-WNNM with our estimated covariance
matrices achieves 37.41 dB.

Further compared with MLP(generic), Ours(fixed) obtains
a slightly higher average PSNR with the gain of 0.10 dB.
Similarly, compared with MLP(specific), Ours(adaptive)
also achieves a PSNR gain of 0.14 dB. As a remark, it is
worth pointing out that a more accurate noise estimate
does not always lead to better denoising performance. For
example, on the test image #3, MLP(specific) gives the
estimation error 2.471 ± 0.899, which is worse than that of
Ours(adaptive) 2.106 ± 0.961. However, the resultant PSNR
value of MLP(specific) is 36.71 dB, which is slightly better
than that of Ours(adaptive) 36.63 dB. This phenomenon,
which has already been observed in the grayscale image

Fig. 9. Comparison of the denoising results with different noise covariance
settings. (a) Noisy image, PSNR = 29.38 dB; (b) [26] + C-BM3D,
PSNR = 29.66 dB; (c) [26] + MC-WNNM, PSNR = 29.74 dB; (d) [12] +
MC-WNNM, PSNR = 30.19 dB; (e) MLP(generic) [31] + MC-WNNM,
PSNR = 31.24 dB; (f) Ours(fixed) + MC-WNNM, PSNR = 31.60 dB;
(g) MLP(specific) [31] + MC-WNNM, PSNR = 32.08 dB;
(h) Ours(adaptive) + MC-WNNM, PSNR = 32.62 dB; and (i) mean
image. Zoom in for better visual comparison.

case [15], [42], implies that the covariance matrices fed to
a specific denoiser need to be fine-tuned sometimes; but the
in-depth investigation of this issue is beyond the scope of
this work.

In Fig. 9 and Fig. 10, we present two examples of
the denoised images using different covariance matrix set-
tings. It can be seen that the denoised image produced
with Ours(adaptive) is visually closer to the mean image.
Specifically, [26] and [12] cannot effectively help MC-
WNNM remove all the noises. With more detailed inspec-
tion, one could observe that the results generated with
[26] and [12] slightly suffer from the chromatic aberra-
tion when compared with the mean image. We believe that
this could be attributed to the negligence of the correlation

Authorized licensed use limited to: Universidade de Macau. Downloaded on July 06,2022 at 09:00:24 UTC from IEEE Xplore.  Restrictions apply. 



DONG et al.: CONTENT-ADAPTIVE NOISE ESTIMATION FOR COLOR IMAGES WITH CROSS-CHANNEL NOISE MODELING 4171

Fig. 10. Comparison of the denoising results with different noise covariance
settings. (a) Noisy image, PSNR = 29.97 dB; (b) [26] + C-BM3D,
PSNR = 31.14 dB; (c) [26] + MC-WNNM, PSNR = 31.89 dB; (d) [12] +
MC-WNNM, PSNR = 31.35 dB; (e) MLP(generic) [31] + MC-WNNM,
PSNR = 32.02 dB; (f) Ours(fixed) + MC-WNNM, PSNR = 33.95 dB;
(g) MLP(specific) [31] + MC-WNNM, PSNR = 34.04 dB;
(h) Ours(adaptive) + MC-WNNM, PSNR = 34.30 dB; and (i) mean
image. Zoom in for better visual comparison.

across color channels. Instead, Ours(adaptive) could aid
MC-WNNM to better preserve the fine color details. The
results given by MLP(generic) and Ours(fixed) are compara-
ble, but both of them are somewhat over-smoothed. Finally,
both MLP(specific) and Ours(adaptive) could produce visually
pleasing denoised results. However, for the denoised image of
MLP(specific), one may still notice some subtle color artifacts
near the edges (e.g., the blueberry on the cookie). We also
test our proposed method on some highly-noisy photographs.
Fig. 11 provides two denoising examples on the images from
the DND dataset [43]. Note that DND only releases the
noisy images, while the ground-truth clean images are kept
in the benchmarking dataset (non-public) for evaluating new
denoisers. As one can see from Fig. 11, both Ours(fixed) [25]
and Ours(adaptive) could aid MC-WNNM suppress the noise.
However, the results produced by Ours(fixed) still contain
many visible low-level noises, especially in the almost satu-
rated dark regions. In contrast, Ours(adatpive) generally leads
to better denoised images.

To further compare the denoising performance with the
state-of-the-art algorithms, we test several recent denoisers:
DnCNN [44], TNRD [45], GID [46], and TWSC [47]. DnCNN
and TNRD are representative works for the prevalent neural
network-based denoising; TWSC and GID are denoisers
specially devised for the real-world noisy images. The source
code for each method is made available from the authors. For
fair comparison,3 similar to the setting of C-BM3D, the single

3Both DnCNN and TNRD support non-blind denoising. The denoising
performance could be better when the noise level information is provided.

Fig. 11. The denoising results on two exemplary highly-noisy images
from the DND dataset [43]. From left to right: original noisy image, part
of the image labeled in green rectangle is enlarged, the denoised result
produced by Ours(fixed) + MC-WNNM, and the denoised result produced
by Ours(adaptive) + MC-WNNM. Zoom in for better visual comparison.

noise level parameter required by DnCNN and TNRD is
also estimated by [26]. The detailed denoising results are
presented in Table IV, from which one can draw the following
conclusions. Firstly, compared with learning-based methods
DnCNN and TNRD, both MC-WNNM+Ours(fixed) and
MC-WNNM+Ours(adaptive) achieve much better denoising
performance. For example, MC-WNNM+Ours(adaptive)
outperforms DnCNN and TNRD with PSNR gains of 1.01 dB
and 0.59 dB on average, respectively. We hypothesize that
the inferior results produced by DnCNN and TNRD could be
attributed to the synthetic noisy images used at the training
stage. Specifically, both DnCNN and TNRD synthesized the
noisy images using the conventional AWGN noise model,
which totally neglects the content-adaptivity and the cross-
channel correlation of the noise in color images. Secondly,
when comparing with GID, MC-WNNM+Ours(fixed)
achieves comparable denoising performance, while MC-
WNNM+Ours(adaptive) produces better results with 0.30 dB
PSNR gain on average. Finally, when comparing with the
most recent TWSC, MC-WNNM+Ours(adaptive) achieves
comparable results, and is slightly better in terms of the
average PSNR metric (the average gain is around 0.02 dB).
The above experiments demonstrate that our estimated noise
covariance matrices could effectively boost the denoiser
MC-WNNM to achieve the state-of-the-art denoising
performance.

To conclude this subsection, we would like to give some
remarks on the above denoisers, which can be generally clas-
sified into two categories: 1) noise-modeling-based (GID [46],
TWSC [47], Ours(fixed) / Ours(adaptive)+MC-WNNM), and
2) learning-based (DnCNN [44], TNRD [45]). The advan-
tages/disadvantages of these two types of denoiser can be
presented from the following three aspects: 1) Prior knowl-
edge on the noise: The noise-modeling-based methods rely
on an appropriately designed noise model, which requires
a deep understanding of the prior knowledge on the noise.
One noise model typically corresponds to one category of
noise only, and the methods may not be directly extended to
handle the other types of noise. In contrast, the learning-based
methods usually need relatively much less prior knowledge on
the noise. As long as a sufficiently large number of training
data are available, the learning-based methods can flexibly
handle various types of noise. 2) Impact of the training data:
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TABLE IV

COMPARISON OF THE DENOISING PERFORMANCE (IN TERMS OF PSNR AND SSIM) WITH RECENT
STATE-OF-THE-ART DENOISERS DNCNN [44], TNRD [45], GID [46], AND TWSC [47]

The noise-modeling-based methods usually require a very
small number of training data, which can be formed by the
input noisy image itself and/or the ones from the external
dataset. The learning-based methods heavily rely on the train-
ing data, and hence, a much larger number of high-quality
training data are needed to achieve the satisfactory perfor-
mance. 3) Computational complexity: Noise-modeling-based
methods typically involve solving complicated optimization
problems, which are time-consuming. For the learning-based
methods, the training phase is computationally very expensive,
due to the large number of parameters that need to be trained.
However, once the training phase is completed, the actual
denoising procedure is rather fast.

In summary, the noise-modeling-based and the learning-
based methods have their own advantages/disadvantages. The
adoption of these methods highly depends on the knowledge
on the noise, the availability of a large number of high-quality
training data, the access to the high-performance computing
facilities, the requirements on the computational efficiency
when performing the actual denoising, etc.

D. Application to Noise-Robust Superpixel

Superpixel is one kind of image over-segmentation. It is
commonly defined as a local, semantically coherent region
in an image. As a preprocessing step, superpixel captures
the pixel redundancy and image structure. Recently, an effi-
cient superpixel scheme Simple Linear Iterative Clustering
(SLIC) [48] was proposed. It adapts the conventional K -means
clustering algorithm to the local neighboring pixels. SLIC
has drawn huge attention for its state-of-the-art segmentation
performance and extremely low computational cost. However,
one implicit premise of SLIC is that the input image is
clean, i.e., noisy free. Otherwise, the performance would
be degraded to a certain extent. To alleviate this problem,
Dong and Zhou [49] proposed the Noise-Robust SLIC by
explicitly accounting for the impact of noise. More concretely,
the color distance measurement D(·, ·) in SLIC is re-designed
in the form of Mahalanobis distance, which can be expressed
as

D(ci ,p j ) =
∥∥∥W− 1

2
(
ci − p j

)∥∥∥
2
, (30)

Fig. 12. Visual comparison for the superpixel segmentation. From left to
right: (a) SLIC [48] on the clean image; (b) SLIC on noisy image; (c) Noise-
Robust SLIC [49] on noisy image; and (d) our improved Noise-Robust SLIC
on noisy image. From top to bottom: the numbers of superpixels are 100 and
400, respectively. Each local region encompassed by a closed green contour
is a superpixel. Part of the image (labeled in red rectangle) is enlarged for
better visualization.

where ci is the center of i th pixel cluster, and p j is the j th
pixel to be evaluated; W is a 3 × 3 diagonal matrix, capturing
the noise variance in each channel. It is defined as [49]

W =
⎡
⎣σ

2
l 0 0
0 σ 2

a 0
0 0 σ 2

b

⎤
⎦ (31)

where σl , σa and σb are the noise levels for each color channel
(the LAB color space.4) As clearly shown by the zero entries
at the off-diagonal position, the cross-channel correlation is
not exploited. Therefore, we could further refine the distance
measurement (30) by incorporating our estimated covariance
matrices in the LAB color space.5 Specifically, we can adap-
tively replace the fixed diagonal covariance matrix W with
our estimated one �̂k for the kth pixel cluster. To distinguish
from the original Noise-Robust SLIC [49], we shall call this
improved version as Imp-Noise-Robust SLIC.

In Fig. 12, we show two examples of the SLIC superpixel
segmentation. For comparison, the original SLIC on the clean

4Both SLIC and Noise-Robust SLIC operate in the LAB color space. This is
because the LAB space is perpetually uniform for small color distances, and
the superpixels obtained from the LAB space are more visually consistent.

5Although our noise estimation method is developed in RGB color space,
it is also applicable to the LAB image with very slight modifications.
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TABLE V

COMPARISON OF THE BOUNDARY RECALL PERFORMANCE ON THE
BSDS300 [50]. THE LAST ROW SHOWS THE AVERAGE GAIN OF

OUR IMP-NOISE-ROBUST SLIC AGAINST OTHER METHODS

image is provided as a reference (see Fig. 12 (a)). A good
superpixel should have the capability of adhering to the image
boundaries. As can be seen from Fig. 12 (b), the superpixels
produced by the original SLIC on the real-world noisy image
tend to be more regular. Some superpixels cannot reflect a
semantically meaningful region because the superpixel is not
tightly adhered to the boundary of a physical object. Noise-
Robust SLIC could produce relatively irregular superpixels,
attempting to capture the boundary of the objects. However,
it fails to enclose some physical objects occasionally as
well, e.g., the purple cord. In contrast, our Imp-Noise-Robust
SLIC could produce much tighter superpixels, which are
consistent with the meaningful objects that one can observe.
In Fig. 13, we further provide two examples of the superpixel
segmentation on images from Berkeley Segmentation Dataset
(BSDS300) [50], which is a widely-used benchmark for the
segmentation task. Not surprisingly, the similar observation
made above can be concluded.

To quantitatively evaluate the quality of superpixel, we use
the boundary recalls to measure the boundary adherence
ability. Technically, the boundary recall calculates the fraction
of the ground-truth edges falling within at least two pixels of a
superpixel boundary [48]. A higher boundary recall indicates
that more intrinsic image edges are detected. In practice,
the ground-truth image edges are human annotated. We in
this work use the benchmark BSDS300 dataset [50], which
contains 300 real-world color JPEG images of size 321×481.
Every image of BSDS300 has an edge map that was annotated
by human subjects.

The boundary recalls of SLIC, Noise-Robust SLIC, and
Imp-Noise-Robust SLIC are given in Table. V, with the
increasing number of superpixels from 200 to 2000. As a
baseline, the performance of superpixels with regular-square
shape is included (denoted as “Squares”). As one can see,
our Imp-Noise-Robust SLIC outperforms the other methods
with a higher boundary recall. Compared with the original
SLIC, the average improvement is 0.024; compared with
Noise-Robust SLIC, Imp-Noise-Robust SLIC could boost the
boundary recall performance as well.

E. Performance Analysis

1) The Number of Excluded Low-frequency DCT Bands K
(see (16)): The purpose of the DCT high-pass filtering is
to suppress the negative interference of image structures.
However, the DCT high-pass filtering may also harm the

Fig. 13. Visual comparison for the superpixel segmentation on the test images
from BSDS300 [50]. From left to right: (a) SLIC [48] on test image; (b) Noise-
Robust SLIC [49] on test image; and (c) our improved Noise-Robust SLIC
on test image. From top to bottom: the numbers of superpixels are 100 and
400, respectively. Each local region encompassed by a closed green contour
is a superpixel.

Fig. 14. The setting of the parameter K v.s. the mean estimation error.

noise as well, because image structures and the noise are
often mixed. To mitigate this issue, we use the parameter K
(i.e., the number of excluded DCT low-frequency bands, refer
to (16)) to control the filtering strength. Essentially, the setting
of K shall be a trade-off between the noise separation and
the noise preservation. First, it is preferred to set K to be a
large value, as it can effectively filter out the image structures.
However, if K is too large, some noises that reside in high-
frequency bands would be filtered out. To find a suitable
value of K , we vary it from 0 to 8, and then calculate the
noise estimation accuracy for each case. Fig. 14 shows the
relationship between the mean estimation error with respect to
the parameter K . Here the results are obtained by averaging
over 100 images of size 512 × 512 (no overlapping with the
test images shown in Fig. 7). It can be observed that the mean
estimation error reaches the minima when K = 4, though the
gain against the case of K = 3 is not that large. Therefore,
we empirically set K = 4 in our algorithm. Particularly, it is
worth noting that the setting K = 0 is equivalent to disable
the DCT high-pass filtering. In this case, one can see that the
mean estimation error is much larger than that of K = 4. This
verifies the necessity and effectiveness of the DCT high-pass
filtering in our proposed method.

2) Computational Complexity: We test the computational
efficiency of our method and the competing algorithms in
MATLAB R2017a on a laptop with Intel Core i5–7200
2.50 GHz CPU and 8G RAM. Table VI compiles the running
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TABLE VI

COMPARISON OF THE COMPUTATIONAL COMPLEXITY
(IN SECONDS) FOR IMAGE SIZE OF 512 × 512

Fig. 15. Ablation study: comparison of the mean estimation errors
between Ours(adaptive) and the case without considering the cross-channel
correlations.

time of each method on test images of size 512 × 512. The
time spent by Ours(fixed) is comparable to those of the other
four noise estimation approaches, while Ours(adaptive) is the
slowest, taking more than one and a half minutes. Upon careful
investigation, we find that the most computationally expensive
part of Ours(adaptive) is the non-local similar patch searching
(refer to step 2 in Algorithm 2). Fortunately, a number of
techniques, e.g., [51]–[53], could significantly accelerate the
speed of this searching procedure. We leave the efficiency
optimization as a future topic.

3) Ablation Study: To further verify the necessity of the
cross-channel modeling, we conduct the ablation study by
merely considering the noise content-dependence for each
color channel separately. Fig. 15 presents the mean estimation
errors on the test images, where the results produced by
Ours(adaptive) are also presented for comparison purpose.
As can be seen, without the cross-channel modeling, the esti-
mation errors obviously increase, comparing to the case of
jointly considering the content-dependence and the cross-
channel correlation, i.e., Ours(adaptive).

VI. CONCLUSION

In this work, we propose a practical noise covariance
estimation method from a single noisy color image, based
on the content-adaptive multivariate Gaussian noise model.
The content-adaptiveness of noise indicates that the weakly
textured regions share the same noise model parameters, while
each textured region could possess a unique noise model
parameter. To this end, we design an effective method for esti-
mating the noise covariance matrices for the weakly textured
region and textured region separately. Specifically, we design
a texture strength indicator for a color image patch to perform
the weakly textured patch selection via thresholding. Noticing
that the threshold in turn depends on the unknown noise
covariance, we further develop an iterative noise covariance
estimation framework, in which the patch selection and the
noise covariance estimate can be conducted alternately. For the
textured regions, by grouping the non-local similar patches,
we adaptively estimate a covariance matrix associated with

each pixel belonging to textured regions via a linear shrinkage
estimator, which fuses the estimate provided from the weakly
textured region and the sample covariance estimated from the
local textured region. Extensive experiments show that our
method can effectively estimate the noise covariance matrices,
which could boost the performance of many color image
processing algorithms such as color image denoising. Our
method can be readily adopted into other vision tasks that
require the noise covariance as a crucial parameter.

VII. PROOF FOR THEOREM 1

Proof: For the notational simplicity, we denote �n �
� ⊗ Is2 and M � I3 ⊗ F. Then, the vectorized noise patch
n ∼ N (0,�n); and the texture strength of n is ψ(n) = nT Mn.
The goal is to find the p.d.f. of ψ(n). The key idea is to identify
whether the functional form of the moment generating function
(m.g.f.) is the same as the one for the Gamma distribution. On
one hand, the m.g.f. of ψ(n) can be expressed as

Mψ(t) = E(etψ(n)) =
∫

etψ(n) f (n)dn

=
∫

etnT Mn 1√|2π�n |e− nT�−1
n n

2 dn

= 1√|2π�n|
∫

e
nT
(

2tM−�−1
n
)

n

2 dn

=
( |2π(2tM)−�−1

n )−1|
|2π�n |

) 1
2

= |2t�nM)− I|− 1
2 = (−1)3s2|I − 2t�nM|− 1

2 .

If the patch size s is properly selected as an even number, e.g.,
s = 8, we have (−1)3s2 = 1. Then,

Mψ(t) = |I − 2t�nM|− 1
2 =

r∏
i=1

1

(1 − 2λi · t)
1
2

, (32)

where r is the rank of �nM, and λi is the i th eigenvalue
of �nM, satisfying λ1 ≥ λ2 ≥ · · · ≥ λr . To simplify the
problem, we make an approximation for the last equality of
(32) as follows

Mψ (t) =
r∏

i=1

1

(1 − 2λi · t)
1
2

≈
r∏

i=1

1

(1 − 2λ̂ · t)
c
2
. (33)

Note that the same functional form is used but fixing the
eigenvalues as a constant λ̂. Moreover, the exponent c is
adopted here to correct the approximation. On the other hand,
the m.g.f. of the Gamma distribution with the shape parameter
α and the scale parameter β can be expressed as

MG (t) =
r∏

i=1

1

(1 − βt)
α
r
. (34)

By comparing (34) with (33), it is easy to specify that

α = rc

2
, β = 2λ̂. (35)

The only unknowns are c and λ̂. In the next, we determine
these two parameters using Maclaurin expansion. First, define
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the approximation function

Mψ̂ (t) �
r∏

i=1

1

(1 − 2λ̂ · t)
c
2
. (36)

Considering the second-order Maclaurin expansion of the
functions Mψ(t) and Mψ̂ (t)

Mψ (t) = Mψ(0)+ M ′
ψ(0)t + M ′′

ψ (0)

2
t2 + O(t3), (37)

Mψ̂ (t) = Mψ̂ (0)+ M ′
ψ̂
(0)t +

M ′′
ψ̂
(0)

2
t2 + O(t3). (38)

To approximate Mψ (t) by Mψ̂ (t), we impose a constraint that
the first two derivatives of these two functions are the same. By
omitting the truncating error term O(t3) and further noticing
Mψ(0) = Mψ̂ (0) = 1, we can have

M ′
ψ(0) = M ′

ψ̂
(0), M ′′

ψ(0) = M ′′
ψ̂
(0). (39)

Specifically, the first derivatives of Mψ (t) and Mψ̂ (t) are

M ′
ψ(t) =

∑
i

⎛
⎝λi (1 − 2λi t)

− 3
2
∏
j �=i

(1 − 2λ j t)
− 1

2

⎞
⎠ , (40)

M ′
ψ̂
(t) = cr λ̂

(
1 − 2λ̂t

)− cr+2
2
. (41)

By setting t = 0, we have M ′
ψ (0) = ∑

i λi , M ′
ψ̂
(0) = cr λ̂.

Finally, it arrives at

λ̂ = 1

rc

∑
i

λi = 1

rc
�nM = 1

rc
tr
(
(� ⊗ Is2)(I3 ⊗ F)

)
. (42)

In addition, the second derivatives of Mψ (t) and Mψ̂ (t) are

M ′′
ψ(t)

=
∑

i

(
3λ2

i (1−2λi t)
−5

2
∏
j �=i

(1−2λ j t)
−1

2 +λi (1−2λi t)
−3

2

×
∑
j �=i

(
λ j
(
1 − 2λ j t

)− 3
2
∏

k �=i, j

(1 − 2λk t)−
1
2
))
,

M ′′
ψ̂
(t) = rcλ̂2(2 + rc)

(
1 − 2λ̂t

)− cr+4
2
. (43)

Similarly, by setting t = 0, we have

M ′′
ψ(0) =

∑
i

⎛
⎝3λ2

i + λi

∑
j �=i

λ j

⎞
⎠ , M ′′

ψ̂
(0) = rcλ̂2(2 + rc).

By further denoting λ̄ = 1
r

∑
i λi , we have λ̂ = λ̄

c . Solving
M ′′
ψ(0) = M ′′

ψ̂
(0), it finally arrives at

c = 2r λ̄2

∑
i

(
3λ2

i + λi
∑

j �=i λk

)
− r2λ̄2

. (44)

Now, all the parameters (i.e., r , c and λ̂ in (35)) involved in
the Gamma distributions are derived. In summary, ψ(n) ∼
Gamma(α, β), where

α = rc

2
, β = 2λ̂ = 2

rc
tr
(
(� ⊗ Is2)(I3 ⊗ F)

)
. (45)

Here, r is the rank of (�⊗Is2)(I3⊗F), and c can be computed
using (44).
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